
Fair-share Scheduling in Single-ISA Asymmetric Multicore Architecture via
Scaled Virtual Runtime and Load Redistribution

Myungsun Kima, Soonhyun Noha, Jinhwa Hyeona, Seongsoo Honga,b,c,d,∗

aDepartment of Electrical and Computer Engineering, Seoul National University, Republic of Korea
bDepartment of Transdisciplinary Studies, Graduate School of Convergence Science and Technology, Seoul National University, Republic of Korea

cAutomation and Systems Research Institute, Seoul National University, Republic of Korea
dAdvanced Institutes of Convergence Technology, Republic of Korea

Abstract

Performance-asymmetric multicore processors have been increasingly adopted in embedded systems due to their
architectural benefits in improved performance and power savings. While fair-share scheduling is a crucial kernel
service for such applications, it is still at an early stage with respect to performance-asymmetric multicore architecture.
In this article, we first propose a new fair-share scheduler by adopting the notion of scaled CPU time that reflects the
performance asymmetry between different types of cores. Using the scaled CPU time, we revise the virtual runtime
of the completely fair scheduler (CFS) of the Linux kernel, and extend it into the scaled virtual runtime (SVR). In
addition, we propose an SVR balancing algorithm that bounds the maximum SVR difference of tasks running on the
same core types. The SVR balancing algorithm periodically partitions the tasks in the system into task groups and
allocates them to the cores in such a way that tasks with smaller SVR receive larger SVR increments and thus proceed
more quickly. We formally show the fairness property of the proposed algorithm. To demonstrate the effectiveness
of the proposed approach, we implemented our approach into Linaro’s scheduling framework on ARM’s Versatile
Express TC2 board and performed a series of experiments using the PARSEC benchmarks. The experiments show
that the maximum SVR difference is only 4.09 milliseconds in our approach, whereas it diverges indefinitely with
time in the original Linaro’s scheduling framework. In addition, our approach incurs a run-time overhead of only
0.4% with an increased energy consumption of only 0.69%.
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1. Introduction

As the users of modern computing machines expect
complicated and performance-demanding applications,
computing platforms have made a swift transition to-
wards multicore architecture. Symmetric multicore pro-5

cessors consisting of multiple identical cores imple-
ment a sophisticated micro-architecture to assure high-
performance execution [1, 2].Unfortunately, as the num-
ber of cores increases, symmetric multicore architec-
ture can lead to degraded energy efficiency, particu-10

larly in embedded computing systems. As a solution to
this problem, a processor can contain less complicated,

∗Corresponding author
Email addresses: mskim@redwood.snu.ac.kr (Myungsun

Kim), shnoh@redwood.snu.ac.kr (Soonhyun Noh),
jhhyeon@redwood.snu.ac.kr (Jinhwa Hyeon),
sshong@redwood.snu.ac.kr (Seongsoo Hong)

energy-efficient cores as well as the high-performance
cores with elaborate micro-architecture. This leads to
performance-asymmetric multicore processors.15

Performance-asymmetric multicore processors are
being increasingly adopted in various embedded com-
puting systems due to the direct benefits from their
architecture such as versatility in both performance
and power savings. Such processors often take the20

form of performance-asymmetric and single-Instruction
Set Architecture (single-ISA) multicore architecture.
By assigning compute-intensive workloads to high-
performance cores while allocating less demanding ap-
plications to energy-efficient cores, one can achieve a25

performance goal within a limited power and area bud-
get. ARM’s big.LITTLE architecture is a representative
example of such performance-asymmetric multicore ar-
chitecture [1, 3, 4, 5]. The big.LITTLE architecture
enables a varying number of big and little cores to be30
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utilized at the same time, depending on the types of
workloads. As such, multiple applications can be ex-
ecuted concurrently in an energy-efficient manner with-
out incurring any performance degradation or excessive
power consumption.35

Along with performance and power efficiency, per-
formance isolation is also an important feature required
in various computing platforms. Not only can it sat-
isfy the quality-of-service (QoS) requirements of appli-
cations, but it can also prevent malicious applications40

from monopolizing CPU resources. Fair-share schedul-
ing is an effective means to achieve performance isola-
tion since its weight-based resource allocation can guar-
antee the provisioning of the required computing re-
sources, as specified in a service level agreement [6, 7].45

Unfortunately, most existing fair-share schedulers are
designed for symmetric multicore systems. This neces-
sitates the development of a fair-share scheduler for an
asymmetric multicore system.

Despite the benefits provided by asymmetric multi-50

core architecture, it is very difficult to design an ef-
fective fair-share scheduler for it, due to its inherent
asymmetry. In an asymmetric multicore system, the
computing power significantly varies between a high-
performance core and an energy-efficient core. Thus,55

the physical CPU time given to a task should be scaled
according to the relative computing power of the host-
ing core.

In this article, we propose a fair-share scheduler for
performance asymmetric multicore systems, by adopt-60

ing the notion of scaled CPU time from Li et al. [8].
The proposed scheduler is able to work with the kernel’s
dynamic resource control mechanisms since it makes
use of the varying performance ratio between cores, and
thus it can capture dynamic performance asymmetry65

such as a core’s changing operating frequency. The pro-
posed approach is developed on top of the completely
fair scheduler (CFS) of the Linux kernel.

The contribution of this article is mainly twofold.
First, we revise the notion of the virtual runtime of CFS70

using the scaled CPU time and incorporate it into the
CFS [13]. We name the revised virtual runtime the
scaled virtual runtime (SVR). The use of SVR enables
the proposed approach to achieve per-core fairness by
simply balancing the SVRs of tasks.75

Second, we introduce an SVR balancing algorithm
for performance-asymmetric multicore systems. As ex-
plained in Huh et al. [9], the original CFS is not suffi-
cient for providing global fairness in a symmetric mul-
ticore system. This is because the load balancer of the80

CFS attempts to balance the loads of the cores in the sys-
tem, where the load of a core is the sum of the weights

Figure 1. General big.LITTLE architecture

of tasks on that core. Unfortunately, such load balancing
is not directly related to balancing the virtual runtimes
of tasks since a weight assigned to a task is merely a85

predefined constant value that cannot capture the pace
of the task’s execution.

In order to develop the SVR balancing algorithm
for asymmetric multicore architecture, we take the ap-
proach from our earlier work on symmetric multicore90

architecture in Huh et al. [9] and rectify the two limi-
tations of the original algorithm. These limitations are
that (1) it does not take into account the SVRs of tasks
while performing load balancing and (2) it only works
for a system with two cores.95

We implemented our approach in Linaro’s schedul-
ing framework with the Linux kernel 3.10.54 on ARM’s
Versatile Express TC2 board [5, 10]. We performed
experiments on the target board and evaluated fairness
by measuring the maximum SVR difference among the100

tasks in the system. We also measured the run-time
overhead resulting from our approach. Experimen-
tal results show that the maximum SVR difference is
bounded by a constant in our approach, whereas it di-
verges indefinitely in Linaro’s scheduling framework.105

Our approach incurs a run-time overhead of only 0.4%
with an increased energy consumption of only 0.69%.

The remainder of this article is organized as follows.
Section 2 explains the background of our work. Section
3 formally states our problem to solve and then define110

the notion of fairness for performance-asymmetric mul-
ticore architecture. Section 4 explains the proposed so-
lution approach in detail along with a formal analysis.
Section 5 reports on the experimental evaluation. Sec-
tion 6 describes the existing work on fair-share schedul-115

ing for both symmetric and asymmetric architecture. Fi-
nally, Section 7 concludes this article.

2



Figure 2. Operating modes in the big.LITTLE architecture: (a) cluster
migration mode, (b) CPU migration mode and (c) global task schedul-
ing (GTS) mode

2. Overview of big.LITTLE architecture and
Linaro’s scheduling framework

The proposed approach is designed on top of the120

big.LITTLE architecture and implemented in Linaro’s
scheduling framework. To aid in understanding the
remainder of this article, we explain the architectural
elements and operation modes of the big.LITTLE ar-
chitecture. We further give Linaro’s policies for per-125

core scheduling, intra-cluster load balancing, and inter-
cluster task migration.

2.1. Cluster structure of the big.LITTLE achitecture

As shown in Fig. 1,the big.LITTLE architecture con-
tains two different types of cores: big and little cores.130

While the two types of cores use the same instruction
set architecture (ISA), their micro-architectures slightly
differ. Thus, they have distinct characteristics in terms
of performance and power consumption. The Cortex-
A57/Cortex-A53 pair is used in 64-bit systems and the135

Cortex-A15/Cortex-A7 pair is used for 32-bit systems.
The cores are grouped into two clusters depending on
their type. In order to support such dual-cluster archi-
tecture, CCI-400 interconnect and GIC-400 are imple-
mented in the architecture. The former provides cache140

coherency between the two distinct clusters and the lat-
ter detects and distributes interrupts across the clusters.

Fig. 2 shows three distinct modes of operation sup-
ported in the big.LITTLE architecture: (1) cluster mi-
gration mode, (2) CPU migration mode, and (3) global145

task scheduling (GTS) mode. In the cluster migration
mode, the big.LITTLE architecture renders either of the
two clusters available and thus only one cluster can be
used for execution at a given time. In the CPU mi-
gration mode, each big core is paired with a little core150

and only one core per big/little pair can be running at
any given time. In the GTS mode, all cores are avail-
able for execution at any time and thus the architecture
can exhibit the most flexibility in scheduling. However,

Figure 3. Linaro’s scheduling framework

this imposes extra scheduling complexity on the under-155

lying operating system. Obviously, GTS is the most
favored in practice since it brings about higher perfor-
mance within a limited power budget than the other two
operating modes [4, 5]. The GTS mode is well sup-
ported in Linux by Linaro’s scheduling framework.160

2.2. Linaro’s scheduling framework for the big.LITTLE
architecture

Linaro’s scheduling framework is composed of three
scheduling components: (1) per-core fair-share sched-
uler, (2) intra-cluster load balancer, and (3) inter-cluster165

task migrator. Linaro’s scheduling framework acquired
the first two components directly from the CFS of Linux
and introduced a new mechanism for inter-cluster task
migration to accommodate performance asymmetry.

2.2.1. Per-core fair-share scheduler170

CFS is a distributed run-queue algorithm that main-
tains a per-core fair-share scheduler and dedicated run-
queue for each core [9]. Each run-queue contains the
runnable tasks that are sorted in the non-decreasing or-
der of their virtual runtimes.175

The per-core fair-share scheduler achieves fairness by
balancing the virtual runtimes of its tasks. A task’s vir-
tual runtime is defined as the accumulated execution
time inversely scaled by its weight. The virtual runtime
of task τi in time t is defined as follows.180

vi(t) =
1

w(τi)
· ci(t) (1)

where w(τi) is the weight of a task τi and ci(t) denotes
the amount of CPU time task τi received for time t.
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Figure 4. 1ms-sized subintervals of the life time of a task

2.2.2. Intra-cluster load balancer
Each of the two clusters of the big.LITTLE architec-

ture has its own load balancer. The load balancer dis-185

tributes the loads of cores evenly within each cluster [9].
The load of a run-queue Qk is defined as follows,

Lk =
∑

τ∈Tk
w(τ) (2)

where Tk is the set of runnable tasks in Qk, and w(τ) is
the weight of a task τ.

The load balancer can run in either of the two differ-190

ent modes called periodic balancing and idle balancing.
In periodic balancing, the load balancer periodically cal-
culates the degree of imbalance of a run-queue to de-
termine whether the run-queue needs to be rebalanced.
The load imbalance is defined as a load difference be-195

tween the current run-queue and the run-queue with the
largest load in the cluster. If the imbalance exceeds a
predefined threshold value, tasks are migrated from the
busiest run-queue to the current run-queue. Idle balanc-
ing is initiated if a run-queue has no task to run. In this200

case, tasks are migrated from the busiest run-queue to
the empty run-queue.

2.2.3. Inter-cluster task migrator
The inter-cluster task migrator in Linaro’s schedul-

ing framework performs task migration between the two205

clusters. The goal of the task migrator is to assign
compute-intensive tasks to the high-performance big
cluster while keeping I/O-intensive tasks in the energy-
efficient little cluster. As a result, the performance goal
can be achieved within a limited power budget.210

To check whether or not a task is currently compute-
intensive, the task migrator periodically checks the
load avg ratio value of each task as defined below.

load avg ratio =
w0 × runnable avg sum

runnable avg period

where w0 is the weight of the nice value 0 defined in
the Linux kernel, runnable avg period is the total life-215

time of a task, and runnable avg sum is the historically
weighted time duration of a task while it was runnable.

A task is said to be runnable when it is either running or
in a run-queue. In Linux, the lifetime of a task is rep-
resented with a sequence of unit time intervals of 1ms220

from the time the task is created. Let us assume that the
lifetime of a task is n + δ, as shown in Fig. 4. Then, the
runnable avg sum value of the task is defined as fol-
lows,

runnable avg sum = v + uny + un−1y2 + . . . + u1yn

where ui is the runnable portion of the ith time interval,225

v is the runnable portion of the current time interval, of
which the length is δ and y is a predefined constant such
that 0 ≤ y ≤ 1. In Linaro’s scheduling framework, y is
set to the value that satisfies y5 = 0.5. It is obvious that,
as a task becomes more runnable recently, the task gains230

a higher load avg ratio [11].
To select a core type for a task via load avg ratio,

Linaro’s scheduling framework introduces two thresh-
olds: up-threshold and down-threshold. If a task run-
ning on a little core has a larger load avg ratio than that235

of the up-threshold, the task is moved to the big cluster.
Similarly, if a task running on a big core has a smaller
load avg ratio than that of the down-threshold, the task
is moved to the little cluster. Linaro’s scheduling frame-
work defines both threshold values in the range of [0,240

1023]. During the design time, both values are se-
lected according to the system characteristics. If up-
threshold or down-threshold is large, more tasks tend
to be within the little cluster, thus we can expect power
savings, while if the up-threshold or down-threshold is245

small, more tasks tend to run on the big cluster, and
high-performance can thus be achieved.

3. Problem formulation and solution overview

In this section, we present our target system model
and associated notations used in the remainder of this250

article. We then formally define the notion of fairness
in a performance-asymmetric multicore system and for-
mulate the problem to be solved. Finally, we give an
overview of our solution approach.

3.1. Target system model and notations255

For our target system, we consider a performance-
asymmetric, single-ISA multicore architecture that con-
sists of two clusters: a big cluster and a little cluster.
The big cluster consists of r identical big cores, i.e.,
Pb = {pb

1, pb
2, . . . , pb

r } , and the little cluster contains s260

identical little cores, i.e., Pl = {pl
1, pl

2, . . . , pl
s}.

The performance of a core at a given time is deter-
mined by both its core type and current operating fre-
quency, where the core type is defined by the cluster of
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Table 1. Notations

Symbol Definition

r Number of big cores in the system

s Number of little cores in the system

Pb = {pb
1, pb

2, . . . , pb
r } Set of big cores

Pl = {pl
1, pl

2, . . . , pl
s} Set of little cores

Qb = {qb
1, q

b
2, . . . , q

b
r } Set of run-queues for big cores

Ql = {ql
1, q

l
2, . . . , q

l
s} Set of run-queues for little cores

n Number of tasks in the system

T = {τ1, τ2, . . . , τn} Set of tasks in the system

w(τi) Weight of task τi

t Wall clock time

λ Balancing period

Rρ Relative performance of a core whose capability
is ρ ∈ ϕ

ĉi(t) Scaled CPU time of the task τi at time t

v̂i(t) SVR of the task τi at time t∣∣∣v̂i, j(t)
∣∣∣ SVR difference between τi and τ j at time t

v̂max(t) The biggest
∣∣∣v̂i, j(t)

∣∣∣ at time t

∆v̂r
i SVR increment of τi during rth load balancing pe-

riod [(r − 1)λ, rλ]

∆v̂r
i, j Difference between ∆v̂r

i and ∆v̂r
j

wmax/wmin Maximum/minimum weight in the system

the core, either Pb or Pl, and the operating frequency265

is chosen by the scheduling framework among the fre-
quencies allowed for the core type. We denote the two
sets of allowable frequencies for the big and little cores
by F(Pb) and F(Pl), respectively.

We define a notion of capability. Capability ρ is a270

binary tuple which consists of a core type σ and an al-
lowable operating frequency f for σ. We denote it by
ρ = (σ, f ). A set ϕ of all possible capabilities is repre-
sented as ϕ = {(σ, f ) | σ ∈ {Pb, Pl} and f ∈ F(σ)}.

We now define the task model. The target system runs275

a set of n tasks T = {τ1, τ2, . . . , τn} and a task τi has a
fixed weight denoted by w(τi).

To help in understanding the remainder of this article,
we summarize the frequently used notations in Table 1.

3.2. Fairness in single-ISA asymmetric multicore archi-280

tecture
In order to derive the notion of fairness in a

performance-asymmetric multicore system, we start
with the existing definition of fairness for a symmetric
multicore system [8, 12].285

Consider a symmetric multicore system which runs
a set of continuously runnable tasks T . Let ci(t) be the
amount of CPU time a task τi has received until time t.
A perfectly fair scheduler for the symmetric multicore
system is defined as follows [12, 13].290

Definition 1. A perfectly fair scheduler for a symmetric
multicore system is one for which

ci(t)
c j(t)

=
w(τi)
w(τ j)

(3)

holds for any task τi and τ j at time t.

Li et al. also defined the notion of fairness in a
performance-asymmetric multicore system [8]. We ex-
tend this definition to take into account other aspects of
performance asymmetry such as operating frequencies.
To do so, we scale the CPU time according to the rela-295

tive performance of a core.
The relative performance of a core is defined as the

speedup factor of the core compared to the performance
of the base capability ρb = (Pl, f l

min) , where f l
min is the

minimum frequency in F(Pl). The performance of each300

capability ρ ∈ ϕ is measured via experiments. The mea-
surement procedure will be discussed in Section 5. We
denote Rρ as the relative performance of a core of which
the capability is ρ ∈ ϕ.

We now define the scaled CPU time of a task as fol-305

lows.

Definition 2. Scaled CPU time of a task τi is

ĉi(t) =

∫ t

0
Ri(t)dt (4)

where Ri(t) is Rρ when the task τi is running on the core
with the capability ρ at time t. If τi is not running at
time t, Ri(t) is zero.

From this definition, we define a perfectly fair sched-
uler for performance-asymmetric multicore systems as
follows.

Definition 3. A perfectly fair scheduler for an asym-
metric multicore system is one for which

ĉi(t)
ĉ j(t)

=
w(τi)
w(τ j)

(5)

holds for any task τi and τ j at time t.

Since the approach we propose in this article relies310

on CFS for per-core fair-share scheduling and CFS is
virtual runtime based, we revise the original notion of
CFS’s virtual runtime to accommodate the asymmetry.
We thus introduce scaled virtual runtime (SVR) as fol-
lows.315

Definition 4. Scaled virtual runtime (SVR) of a contin-
uously runnable task τi at time t is

v̂i(t) =
1

w(τi)
· ĉi(t) (6)

5



To achieve perfect fairness in a performance-
asymmetric system, we must equalize the difference be-
tween the SVRs of any pair of tasks at any given time.
We can trivially prove that equalizing SVRs in a system
achieves perfect fairness as defined in Definition 3 [13].320

3.3. Problem formulation

The problem we address in this article is to bound the
SVR difference between any pair of tasks in a cluster.
For a set T of tasks that run on cores in a given cluster,
let v̂i, j(t) be the SVR difference between two tasks, τi325

and τ j, in T at time t. We define the maximum SVR
difference v̂max(t) as follows.

v̂max(t) = max
τi,τ j∈T

∣∣∣v̂i, j(t)
∣∣∣ (7)

Obviously, our goal is to bound v̂max(t) by a constant C.
As specified in the above problem formulation, we

confine our SVR balancing problem within each clus-330

ter. The inter-cluster task migrator that aims at en-
hancing energy efficiency in the system makes deci-
sions on task migration between clusters. Specifically,
it assigns compute-intensive tasks to the big cluster and
I/O-intensive tasks to the little cluster. The intra-cluster335

SVR balancing and the inter-cluster task migration are
orthogonal problems that must be solved to achieve en-
ergy efficiency and fairness.

3.4. Overview of the solution approach

Fig. 5 shows the overall architecture of our solution340

approach. It consists of three components: (1) per-core
scheduler, (2) intra-cluster SVR balancer, and (3) inter-
cluster task migrator. A per-core scheduler runs on a
core and performs fair-share scheduling to balance the
SVRs of the tasks on that core. The per-core scheduler345

computes the SVR of a task using its own Rρ estimator
that looks up a mapping table to retrieve the exact value
of Rρ of the core.

The intra-cluster SVR balancer periodically moves
tasks among cores within a cluster to bound the max-350

imum SVR difference of the tasks in the cluster. To
do so, it partitions tasks into as many groups as the
number of cores in the cluster and allocates them onto
cores in such a way that the tasks with larger SVRs re-
ceive smaller SVR increments and thus run more slowly.355

We particularly refer to the combination of the per-core
scheduler and the intra-cluster SVR balancer as SVR-
CFS.

The proposed architecture makes use of the same
inter-cluster task migrator as Linaro’s scheduling frame-360

work.

4. SVR-based fair-share scheduling

In this section, we present the technical details of
the SVR-based fair-share scheduler (SVR-CFS) for
performance-asymmetric multicore architecture. Our365

solution approach consists of the per-core scheduler and
intra-cluster SVR balancer, and we explain them in or-
der.

4.1. Per-core fair-share scheduling

The per-core scheduler of SVR-CFS achieves SVR370

balancing at the core level. In order to present its key
components, we first describe the mechanism to com-
pute the relative performance Rρ of each core. We then
explain how the SVR of a task is calculated and how
tasks are scheduled based on their SVRs.375

4.1.1. Estimating Rρ

The per-core scheduler of SVR-CFS must be able
to determine the relative performance value of Rρ in
a time-efficient manner. The per-core scheduler is in-
voked at each scheduling tick. On its invocation, the380

per-core scheduler calls the Rρ Estimator that retrieves
the operating frequency f and the core type σ, and then
outputs the relative performance Rρ where ρ = (σ, f ).
Since the Rρ Estimator is frequently invoked, it is im-
portant to minimize its run-time overhead. To do so,385

our approach makes use of a mapping table (σ, f )→ Rρ

that is generated offline. This mapping table is called the
capability-performance table and is looked up by the Rρ

Estimator at run-time. As a result, the Rρ Estimator can
find an appropriate Rρ in O(1) time.390

In order to build the capability-performance table, we
pre-compute the value of Rρ for each capability ρ ∈ ϕ.
Since computing Rρ via an analytical method is diffi-
cult, though not impossible, we take an engineering ap-
proach. To quantify Rρ for each ρ, we use computation-395

intensive benchmark suites. Specifically, for each ρ, we
measure and average the execution times of the bench-
marks. We take the average execution time of the bench-
marks when ρ = (Pl, f l

min) and mark this value as the
baseline performance of the capability ρb. We then nor-400

malize other values of Rρ with respect to the baseline
performance.

4.1.2. Updating SVR
After the per-core scheduler first obtains Rρ, it calcu-

lates the scaled CPU time of the currently running task,405

as described by Definition 2. It then updates the SVR
of the task using the scaled CPU time and the weight of
the task, as described by Definition 4.
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Figure 5. Overall architecture of the proposed solution

The way in which SVR is represented in SVR-CFS
differs from that in CFS. The per-core scheduler of the410

CFS avoids maintaining a task’s cumulative virtual run-
time for the sake of simplicity in implementation. It
keeps only the relative order among the runnable tasks
at the run-queue by locally manipulating the relative vir-
tual runtimes when a task is enqueued to or dequeued415

from the run-queue [14, 15]. However, relative virtual
runtime cannot be a global measure of the progress of
a task in the system. We thus adopt the cumulative vir-
tual runtime management mechanism from Huh et al.
[15] so that the per-core scheduler can keep track of the420

cumulative SVRs of all tasks in the system.
The SVR value of a task is updated when the task re-

turns to the run-queue after execution. Whenever a task
is dispatched for execution, the per-core scheduler com-
putes a time slice for the task according to the weight of425

the task. When the dispatched task later uses up its time
slice, the per-core scheduler computes its SVR and re-
turns it to the run-queue. Since the run-queue is sorted
according to the increasing order of the SVRs of the
tasks, the per-core scheduler locates the position of the430

returning task in the run-queue. It then finds the task
with the smallest SVR from the head of the run-queue
and dispatches it for execution.

SVR values need to be specifically adjusted for
blocked tasks. While a task is in a wait-queue due to435

an I/O or sleep request, its SVR cannot be increased.
This might cause a fairness problem since a resuming
task could monopolize a core due to its relatively small
SVR. Thus, when a task becomes blocked and then en-
ters a wait-queue, the per-core scheduler computes an440

offset value by subtracting the minimum SVR value in
the run-queue from the SVR of the task being blocked.
A blocked task stores such an offset value, instead of a
plain SVR. Inversely, when a task returns to a run-queue
from a wait-queue, its new SVR is computed by adding445

the offset to the minimum SVR in the run-queue. This is
very similar to the way in which CFS handles blocking
tasks [14].

4.2. Intra-cluster SVR balancing

The goal of the SVR Balancing algorithm is to bound450

the SVR differences between any pair of tasks in the
cluster. The algorithm is invoked at each balancing
point t = rλ for a positive integer r. Algorithm 1 shows
the top-level pseudo code. Its inputs are a set of tasks
T = {τ1, τ2, . . . , τn} in the cluster and the number m of455

cores. The algorithm first creates a sequence H of tasks
by sorting tasks in T in the increasing order of their SVR
values. It then invokes the Split and Adjust algorithm
in that order. Finally, it outputs a set of task groups
G = {G1,G2, . . . ,Gm}. These task groups are assigned460

to m cores in [rλ, (r+1)λ]. They must satisfy the follow-
ing properties to achieve the goal of SVR Balancing.

(1) For all k where 1 ≤ k < m, a task in Gk has an SVR
no greater than that of any task in Gk+1.

(2) L̂r
1 ≤ L̂r

2 ≤ . . . ≤ L̂r
m, where L̂r

k is the scaled load of465

the kth core in [rλ, (r + 1)λ].
(3)

∣∣∣L̂r
k+1 − L̂r

k

∣∣∣ ≤ 2wmax for all k , where 1 ≤ k < m.

By satisfying properties (1) and (2), our algorithm en-
sures that a task in Gk receives a larger SVR increment
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Algorithm 1: SVR Balancing
Input: A set of tasks in a cluster: T
Input: The number of cores: m

1 SVR Balancing(T,m)
2 H ← Sort(T )
3 G ← Split(H,m)
4 G ← Adjust(G)
5 return G
6 end

than any task in Gk+1 in the next balancing period. Here,470

an SVR increment of a task is intuitively defined as the
increased amount of SVR per balancing period. Prop-
erty (3) guarantees that the difference between the SVR
increments of a task in Gk and a task in Gk+1 remains
bounded by a constant.475

In the remainder of this section, we define the scaled
load of a core and the SVR increment of a task, and then
show the relationship between them. We then explain
the Split and Adjust algorithm in detail. Finally, we
prove that our algorithm bounds the SVR difference of480

any pair of tasks in a cluster by a constant.

4.2.1. Scaled load and SVR increment
We first introduce the scaled load of a core using the

notion of the average relative performance of the core.
Assume that a task group Gk = {τ1, τ2, . . . , τl} is as-485

signed to the kth core in the system at the balancing
point t = rλ. Then, by definition, the average relative
performance R̄r

k in [rλ, (r + 1)λ] is given as follows.

R̄r
k =

∑l
i=1 ∆ĉr

i

λ
(8)

where ∆ĉr
i is the increased amount of scaled CPU time

ĉi(t) of the task τi in [rλ, (r + 1)λ].490

Definition 5. The scaled load L̂r
k of the kth core in

[rλ, (r + 1)λ] is defined as

L̂r
k =

Lr
k

R̄r
k

where Lr
k is the load of the kth core in [rλ, (r + 1)λ].

We now define the SVR increment of a task from its
intuitive notion.

Definition 6. The SVR increment ∆v̂r
i of a task τi in

[rλ, (r + 1)λ] is defined as

∆v̂r
i = v̂i((r + 1)λ) − v̂i(rλ). (9)

Algorithm 2: Split
Input: A sequence of tasks sorted in ascending

order with SVR: H =< τ1, τ2, . . . , τn >
Input: The number of cores: m

1 Split(H,m)
2 G1 ← ∅,G2 ← ∅, . . . ,Gm ← ∅

3 weight sum← sum of tasks’ weights in H
4 i← 1
5 for k ← 1 to m do
6 ek ← weight sum/(R̄r

k + R̄r
k+1 + . . . + R̄r

m)
7 while L̂r

k + w(τi)/R̄r
k ≤ ek do

8 Gk ← Gk ∪ {τi}

9 weight sum← weight sum − w(τi)
10 i← i + 1
11 end
12 end
13 return {G1,G2, . . . ,Gm}

14 end

Equation (9) is rewritten as follows, according to Def-
inition 4.

∆v̂r
i =

1
w(τi)

· ∆ĉr
i (10)

Note that Equation (10) holds for all tasks τ1, τ2, . . . , τl495

in Gk. We multiply both sides of Equation (10) by w(τi)
and sum over all tasks in Gk

l∑
j=1

∆v̂r
j · w(τ j) =

l∑
j=1

∆ĉr
j

Since the SVR increments of all tasks in Gk are the
same, i.e., ∆v̂r

i = ∆v̂r
j for any i and j when the per-core

scheduler guarantees fairness as in Definition 1, then500

∆v̂r
i ·

l∑
j=1

w(τ j) =

l∑
j=1

∆ĉr
j

holds for any task τi ∈ Gk. By the definition of the
load Lr

k and the relative performance R̄r
k, we have the

following.

∆v̂r
i =

∑l
j=1 ∆ĉr

j∑l
j=1 w(τ j)

=
R̄r

k · λ

Lr
k

= λ ·
1
L̂r

k

(11)

Therefore, the SVR increment of a task is inversely pro-
portional to the scaled load of the hosting core.505
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Figure 6. Result of the Split algorithm running on the walk-through example

Table 2. Walk-through example for the Split algorithm

Task Weight of Task Core Average Relative
Performance of Core

τ1 820 p1 2.04

τ2 1024 p2 1.36

τ3 655 p3 1.00

τ4 820 p4 1.81

τ5 1024

τ6 1277

τ7 655

τ8 1024

τ9 820

τ10 655

4.2.2. Split algorithm
The Split algorithm partitions a sequence of tasks

into m task groups in such a way that the properties (1)
and (3) of SVR Balancing are satisfied. Algorithm 2
shows the pseudo code of the algorithm. It takes two510

inputs: (1) a sequence H of tasks and (2) the num-
ber m of cores. Its output is a set of m task groups
{G1,G2, . . . ,Gm}.

The algorithm iteratively assigns tasks to the task
group Gk from k = 1 to m. In the kth iteration, the al-515

gorithm first calculates the expected scaled load ek of
Gk by averaging the scaled loads of the remaining task
groups Gk,Gk+1, . . . ,Gm (line 6). It then repetitively
moves the task with the smallest SVR in H to Gk (line
8). The weight of each task that has been moved to Gk520

is subtracted from the weight sum (line 9). This repeats,
while moving to the next task does not lead to L̂r

k > ek.
We illustrate the operation of the Split algorithm with

a walk-through example in that a sequence of ten tasks
H =< τ1, τ2, . . . , τ10 > is given as an input and the525

number of cores is four, i.e., m = 4. Table 2 shows
the weight assignment of the tasks and the relative per-
formance of each core. The tasks in H have already
been sorted in the ascending order of their SVRs when
they are given to the Split algorithm initially. The al-530

gorithm needs to derive four task groups G1 thru G4
since m = 4. To construct G1, the algorithm first cal-
culates the expected scaled load e1, which is 1412.88
in this particular example. It then iteratively takes the
task with the smallest SVR out of H and move it to G1.535

Such iteration repeats while the scaled load of G1 does
not exceed e1. In this example, the iteration stops after
inserting τ1, τ2 and τ3 into G1, and the scaled load of G1
becomes 1225. The algorithm continues the same pro-
cess for G2,G3 and G4. The result of the Split algorithm540

is shown in Fig. 6.
We now prove that the Split algorithm bounds the

scaled load difference between neighboring groups by a
constant.

Lemma 1. The scaled load difference of any two neigh-545

boring task groups is bounded by 2wmax.

Proof. In the beginning of the kth iteration (where 1 ≤
k ≤ m), the Split algorithm determines ek and L̂r

k. When
the while loop in lines 7∼11 terminates, L̂r

k ≤ ek and
L̂r

k > ek −wmax/R̄r
k hold due to the loop condition of line550

7. We thus have the following inequality.

ek −
wmax

R̄r
k

≤ L̂r
k ≤ ek (12)

To derive the range of L̂r
k − L̂r

k−1 , we substitute k with
k − 1 in Inequation (12).

ek−1 −
wmax

R̄r
k−1

≤ L̂r
k−1 ≤ ek−1 (13)

We then subtract Inequation (13) from (12).

ek − ek−1 −
wmax

R̄r
k

≤ L̂r
k − L̂r

k−1 ≤ ek − ek−1 +
wmax

R̄r
k−1

(14)

In order to simplify Inequation (14), we claim that555

0 ≤ ek − ek−1 ≤ wmax. Let S k be the value of the
weight sum in the beginning of the kth iteration. We
then have ek as follows.

ek = S k ·
1∑m

j=k R̄r
j

(15)

9



Note that S k = S k−1 − Lr
k−1. Therefore, Equation (15)

can be rewritten as follows.560

ek = (S k−1 − Lr
k−1) ·

1∑m
j=k R̄r

j

(16)

By substituting k with k − 1 in Equation (15), we obtain
S k−1 = ek−1 · (

∑m
j=k−1 R̄r

j), then rewrite Equation (16) and
use it as follows.

ek =

ek−1 ×

m∑
j=k−1

R̄r
j − Lr

k−1

 · 1∑m
j=k R̄r

j

By subtracting ek−1 from both sides, we have the follow-
ing equation.565

ek − ek−1 =
ek−1R̄r

k−1 − Lr
k−1∑m

j=k R̄r
j

Since L̂r
k−1 = Lr

k−1/R̄
r
k−1, we can rewrite Inequation (13)

as follows.

Lr
k−1 ≤ ek−1R̄r

k−1 ≤ Lr
k−1 + wmax

Since R̄r
k is always greater than or equal to 1, we have

0 ≤ ek − ek−1 ≤
wmax∑m
j=k R̄r

j

≤ wmax

We thus rewrite Inequation (14) as follows.

−
wmax

R̄r
k

≤ L̂r
k − L̂r

k−1 ≤ wmax +
wmax

R̄r
k−1

Similarly, R̄r
k−1 and R̄r

k are always greater than or equal570

to 1.
−wmax ≤ L̂r

k − L̂r
k−1 ≤ 2wmax

Therefore, the scaled load differences of neighboring
groups are bounded by 2wmax.

4.2.3. Adjust algorithm
The Adjust algorithm is given in Algorithm 3. It en-575

sures that property (2) of the SVR Balancing is satisfied
while maintaining properties (1) and (3). The algorithm
takes the output of the Split algorithm as an input. Its
output is a set of task groups G = {G1,G2, . . . ,Gm}.

The algorithm iteratively calls CheckAndMoveTasks580

from k = m−1 to 1. The for loop in lines 2∼4 maintains
the following invariant at the end of each iteration:

L̂r
k ≤ L̂r

k+1 ≤ . . . ≤ L̂r
m and

∀ j : k ≤ j < m : L̂r
j+1 − L̂r

j ≤ 2wmax

Algorithm 3: Adjust
Input: A set of task groups: G = {G1,G2, . . . ,Gm}

1 Adjust(G)
2 for k ← m − 1 down to 1 do
3 CheckAndMoveTasks(G, k, k)
4 end
5 return G
6 end

7 CheckAndMoveTasks(G, l, lmin)
8 if L̂r

l > L̂r
l+1 then

9 while L̂r
l > L̂r

l+1 do
10 move the task with the largest SVR in

Gl to Gl+1
11 end
12 if l − 1 ≥ lmin then
13 CheckAndMoveTasks(G, l − 1, lmin)
14 end
15 if l − 1 ≤ m − 1 then
16 CheckAndMoveTasks(G, l + 1, lmin)
17 end
18 end
19 end

CheckAndMoveTasks takes a set of task groups G =

{G1,G2, . . . ,Gm} and two integers l and lmin as in-
puts. It recursively moves tasks among the task groups585

Glmin ,Glmin+1, . . . ,Gm to satisfy the condition L̂r
lmin
≤

L̂r
lmin+1

≤ . . . ≤ L̂r
m. It first checks whether L̂r

l > L̂r
l+1

holds (line 8). When L̂r
l ≤ L̂r

l+1, the CheckAndMove-
Tasks is simply terminated. When L̂r

l > L̂r
l+1, it repeti-

tively moves the task with the largest SVR in Gl to Gl+1590

(lines 9∼11). Since moving tasks from Gl to Gl+1 may
lead to L̂r

l−1 > L̂r
l or L̂r

l+1 > L̂r
l+2, the CheckAndMove-

Tasks recursively calls itself (lines 12∼17) in order to
satisfy the condition L̂r

lmin
≤ L̂r

lmin+1
≤ . . . ≤ L̂r

m.

Finally, at the end of the kth iteration of the Adjust al-595

gorithm, the scaled load difference between two neigh-
boring groups G j and G j+1 for k ≤ j < m is bounded by
2wmax for the following reason. When a task is moved
from G j to G j+1 (line 10), L̂r

j decreases while L̂r
j+1 in-

creases. The maximum changes of L̂r
j and L̂r

j+1 are both600

wmax. Since L̂r
j > L̂r

j+1 in the beginning of the last itera-
tion of the while loop in lines 9∼11, moving the last task
cannot increase L̂r

j+1 to more than 2wmax greater than L̂r
j.

When the Adjust algorithm terminates, the following

10



(a)

(b)

Figure 7. Result of the Adjust algorithm running on the walk-through example: (a) after running the second iteration and (b) after running the final
iteration

condition holds due to the loop invariant.605

L̂r
1 ≤ L̂r

2 ≤ . . . ≤ L̂r
m and

∀ j : 1 ≤ j < m : L̂r
j+1 − L̂r

j ≤ 2wmax

We now explain the operation of the Adjust algo-
rithm with the same walk-through example specified
in Table 2. The input to the Adjust algorithm is the
output of the Split algorithm shown in Fig. 6. In
the first iteration (k = 3), the Adjust algorithm calls610

CheckAndMoveTasks and it then simply returns with-
out doing anything since L̂r

3<L̂r
4. In the second iteration

(k = 2), the algorithm calls CheckAndMoveTasks and it
then moves τ5 from G2 to G3 since L̂r

2>L̂r
3. CheckAnd-

MoveTasks recursively calls itself until the condition615

L̂r
2 ≤ L̂r

3 ≤ L̂r
4 is satisfied. As a result, τ6 is moved from

G3 to G4. The intermediate result of the Adjust algo-
rithm right after the second iteration is shown in Fig.
7a. The algorithm goes through the similar process for
the last iteration (k = 1). The final result of the Ad-620

just algorithm is shown in Fig. 7b. Note that the loop
invariant holds after every iteration.

We derive the maximum scaled load difference be-
tween two arbitrary task groups in the system using the
following lemma.625

Lemma 2. The maximum scaled load difference be-
tween any two task groups in the same cluster is
bounded by 2mwmax.

Proof. Since L̂r
1 ≤ L̂r

2 ≤ . . . ≤ L̂r
m, the maximum scaled

load difference of two task groups is equal to L̂r
m − L̂r

1.630

It can be represented as follows.

L̂r
m − L̂r

1 = (L̂r
m − L̂r

m−1) + (L̂r
m−1 − L̂r

m−2) + . . . + (L̂r
2 − L̂r

1)
≤ 2wmax + 2wmax + . . . + 2wmax ≤ 2mwmax

This proves the lemma.

We now show that the SVR increment difference be-
tween any pair of tasks is bounded by a constant.

Lemma 3. The difference in SVR increments
∣∣∣∣∆v̂r

i, j

∣∣∣∣ be-635

tween any pair of tasks τi and τ j in [rλ, (r + 1)λ] in the
same cluster is bounded as follows,∣∣∣∆v̂r

i, j

∣∣∣ ≤ λ

wmin

where λ is the balancing period.

Proof. Assume τi ∈ Gk and τ j ∈ Gl . By Equation (11),
we represent ∆v̂r

i, j as follows.640

∆v̂r
i, j = ∆v̂r

i − ∆v̂r
j = λ ·

 1
L̂r

k

−
1
L̂r

l


We now consider two cases: (a) ∆v̂r

i, j ≥ 0 and (b) ∆v̂r
i, j <

0.
Case (a): ∆v̂r

i, j ≥ 0. By Lemma 2, we can derive the
following equation.

∆v̂r
i, j ≤ λ ·

 1
L̂r

k

−
1

L̂r
k + 2mwmax

 (17)
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Note that the right-hand side of Inequation (17) is a de-645

creasing function with respect to L̂r
k. It reaches max-

imum when L̂r
k reaches the minimum value, which is

wmin.

∆v̂r
i, j ≤ λ ·

(
1

wmin
−

1
wmin + 2mwmax

)
≤

λ

wmin

Case (b): ∆v̂r
i, j < 0. The proof is similar to Case (a) and

we obtain the following.650

∆v̂r
i, j ≥ −

λ

wmin

This proves the lemma.

From Lemma 3, we finally prove the boundedness of
the SVR difference between any pair of tasks in the clus-
ter as follows.

Theorem 4.1. For any pair of tasks τi and τ j in the655

same cluster,
∣∣∣v̂i, j(t)

∣∣∣ is bounded by a constant such that:∣∣∣v̂i, j(t)
∣∣∣ ≤ λ

wmin

Proof. Note that v̂i, j(t) becomes the maximum only at
the load balancing point t = rλ. We prove the theorem
by using mathematical induction.

We first consider the case when t = 0. Since all the660

tasks’ SVRs are zero, the theorem trivially holds.
We now show that if the theorem holds when t = rλ,

it also holds when t = (r + 1)λ. We first consider the
case when v̂i, j(rλ) ≥ 0. As an induction hypothesis, we
obtain the following.665

0 ≤ v̂i, j(rλ) ≤
λ

wmin
(18)

Since ∆v̂r
i, j ≤ 0 and by Lemma 3, we also obtain the

following.

−
λ

wmin
≤ ∆v̂r

i, j ≤ 0 (19)

By adding two Inequations (18) and (19), we have

−
λ

wmin
≤ v̂i, j(rλ) + ∆v̂r

i, j ≤
λ

wmin

When t = (r + 1)λ, the SVR difference between two
tasks is represented as follows.670

v̂i, j((r + 1)λ) = v̂i, j(rλ) + ∆v̂r
i, j

Thus, we can simply obtain the following inequation
that proves that the theorem holds when t = (r + 1)λ.

−
λ

wmin
≤ v̂i, j((r + 1)λ) ≤

λ

wmin

Table 3. Experimental environment

Hardware
CPU ARM Cortex A15 X 2

ARM Cortex A7 X 3
Main 2-GB DDR2Memory

Software
Kernel Linaro Stable Kernel version 14.09

(Linux kernel version: 3.10.54)

File System VFAT

Energy Measurement Unit ARM Motherboard Express µATX
On-board Energy Meter

The proof is similar to the case when v̂i, j(rλ) < 0.
Therefore, the theorem holds.

We now analyze the runtime complexity of the pro-675

posed algorithm. Let n and m be the number of tasks
and the number of cores in the cluster, respectively. As
shown in Algorithm 1, SVR Balancing is composed of
three sub algorithms: Sort, Split, and Adjust. Since we
use merge-sort in the Sort algorithm, it takes O(n log n).680

The Split algorithm takes O(n) since each task alloca-
tion takes O(1) and it is repeated for n times. The Ad-
just algorithm takes O(mn). The worst case of the Ad-
just algorithm occurs when all the tasks are placed in
G1 in the beginning and are then moved to Gm. Then,685

the number of task movements between groups is mn.
Consequently, the total running time of our algorithm is
O(n log n) when we assume n � m.

5. Experimental evaluation

In this section, we report our empirical evaluation690

of the proposed approach with respect to the degree
of improved fairness and the incurred runtime and
power overhead. The experimental results clearly show
that the proposed approach achieves multicore fairness
without sacrificing the power savings of performance-695

asymmetric multicore processors. We first describe the
experimental setup and give a metric for assessing fair-
ness. We then show the experimental results along with
their analysis.

5.1. Experimental setup700

We implemented our solution approach in Linaro’s
scheduling framework with Linux kernel 3.10.54 on
ARM’s Versatile Express TC2 board [5, 10]. The ARM
processor consists of two Cortex-A15 cores and three
Cortex-A7 cores, and has 2 GB DDR2 DRAM. We set705

the balancing period λ to 1 second, which is the default
value in the original Linaro’s scheduling framework.
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Figure 8. Relative performance Rρ for each possible capability ρ

We selected v̂max(t) as the fairness metric, as ex-
plained in Section 3. We measured v̂max(t) after run-
ning a diverse set of benchmark programs on both the710

original Linaro’s framework and the modified frame-
work. We then compared their measurement results. We
also measured the completion times and the energy con-
sumptions of the benchmark programs to assess the run-
time and power consumption overhead, respectively. To715

measure the energy consumption, we used the on-board
Energy Meter provided by the ARM’s Versatile Express
TC2 board [5, 10]. The Energy Meter returns two 64-
bit values that correspond to the energy consumptions
on big cores and on little cores, respectively. Table. 3720

gives the hardware and software configurations of our
experimental setup.

5.2. Quantifying relative performance

As explained in Section 4, the proposed approach re-
quires that the capability-performance table (σ, f ) →725

Rρ of the target system be filled offline. In our exper-
iment, we quantified the entries of the table by run-
ning the SPEC CPU2006 benchmark suites [16]. For
each entry ρ = (σ, f ), we measured and then averaged
all the execution times of the benchmark suites. Since730

these benchmarks are all single-threaded and compute-
intensive, they are particularly suitable for evaluating
the computing power of a core for each capability =

(σ, f ) [13].
Fig. 8 plots the relative performance values of all al-735

lowable capabilities in ARM’s big.LITTLE architecture
of the Versatile Express TC2 board. The horizontal axis
represents two different types of cores and their possi-
ble frequencies in MHz, while the vertical axis repre-
sents the relative performance values. As shown in the740

figure, the baseline capability ρb is (Pl, 350 MHz). We
calculated the speedup factors of other capabilities with
respect to the baseline performance, which then became
the relative performance values.

As shown in Fig. 8, even though the operating fre-745

quency of the big core is made lower than that of the
little core, the big core still exhibits higher performance
than the little core in most cases. This is because the
big core has more advanced micro-architectural features
than the little core, such as an out-of-order execution750

unit and an advanced pipeline structure. Except for
capabilities (Pl, 1000 MHz) and (Pb, 500 MHz), the
relative performance Rρ monotonically increases with
ρ = (σ, f ).

As expected, the relative performance varies signif-755

icantly from 1.0 to 2.46 in a little core and from 2.41
to 5.19 in a big core. It is clear from Fig. 8 that a
fixed performance ratio between distinct types of cores
is not a sufficient measure for fully capturing perfor-
mance asymmetry.760

5.3. Evaluating fairness improvement

In order to demonstrate the degree of fairness en-
hanced by our approach, we measured v̂max(t) of the tar-
get system after running the PARSEC benchmark. The
PARSEC benchmark includes various test suites that765

mimic large-scale multi-threaded commercial applica-
tions [17, 18]. It is widely used in both industry and
academia. The detailed description of the test suites we
used in the benchmark is given in Table 4. To verify that
the proposed scheduler achieves fairness regardless of770

the number of threads, we varied the number of threads
from 16 to 64.

Fig. 9 shows the results measured with the three
benchmark programs of PARSEC. v̂max(t) is less than
4.09 milliseconds under our modified Linaro’s frame-775

work, while v̂max(t) diverges under the original Linaro’s
framework as the running time increases. These re-
sults clearly show that our solution approach provides
enhanced fairness for a performance-asymmetric mul-
ticore system compared to the original Linaro’s frame-780

work.
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(a)

(b)

(c)

Figure 9. v̂max(t) with PARSEC: (a) 16 threads, (b) 32 threads and (c) 64 threads

Table 4. Description of the PARSEC benchmark programs

Test Suites Benchmark
Programs Descriptions

PARSEC

blackscholes
Runs a computational finance application which
calculates the prices for a portfolio with the
Black-Scholes partial differential equation (PDE).

ferret
Is based on the Ferret toolkit which is used for
content-based similarity search of feature-rich
data such as audio, images, video and 3D shapes.

swaptions
Is an Intel RMS workload which uses the Heath-
Jarrow-Morton (HJM) framework to price a
portfolio of swaptions.

5.4. Evaluating run-time overhead
To evaluate the overhead incurred by the proposed ap-

proach, we measured the completion times and energy
consumption of the benchmark programs and then com-785

pared the results with and without our approach. Table 5
gives the measurement results, which show that the pro-
posed approach increases completion time by only 0.4%
and the energy consumption by only 0.69% on average.

Therefore, the incurred overheads are clearly trivial.790

6. Related work

Multicore fair-share scheduling has been widely in-
vestigated for use in server computing where perfor-
mance isolation among different users is of particular
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Table 5. Overall incurred overhead by the proposed solution approach

Threads Benchmark blackscholes ferret swaptions
ORG SVR ORG SVR ORG SVR

16

Elapsed time (s) 667 683 82 82 68 69
Overhead (%) - 2.38 - 0 - 1.41
Energy (J) 1048 1068 222 231 314 313
Overhead (%) - 1.89 - 3.91 - -0.2

32

Elapsed time (s) 899 896 93 89 100 104
Overhead (%) - -0.33 - -1.1 - 2.95
Energy (J) 1058 1058 251 253 320 326
Overhead (%) - 0.04 - 1.01 - 1.79

64

Elapsed time (s) 923 889 91 92 98 98.5
Overhead (%) - -3.64 - 1.05 - 0.5
Energy (J) 1107 1081 246 249 318 315
Overhead (%) - -2.39 - 1.15 - -0.93

importance. Numerous approaches to multicore fair-795

share scheduling have been documented in the litera-
ture, which can be classified into either centralized or
distributed run-queue algorithms. The former extend
single core fair-share scheduling in a straightforward
manner since they use a single global run-queue in a800

system [19, 20, 21, 22]. The latter maintain one run-
queue per core to avoid run-queue contention particu-
larly in large-scale systems. Since they allow each core
to make its own scheduling decisions independently of
each other, task migrations among cores are inevitable;805

otherwise, the loads of cores differ with time. De-
pending on task migration policies, the distributed run-
queue algorithms are further divided into weight-based
[23, 24, 25] and rate-based [26, 27, 28, 29]. For inter-
core fair-share scheduling, the weight-based algorithms810

utilize the notion of load [19, 24, 25] and the rate-based
algorithms rely on the notion of pace [29]. The load of
a core is simply the sum of weights of runnable tasks in
the core and the pace of a core is the number of rounds it
has run so far. For per-core fair-share scheduling, both815

types of algorithms use the same metric, a task’s weight.

While fair-share scheduling algorithms for symmet-
ric multicore systems can assume simple uniform CPU
time for all cores in the system, those for asymmetric
multicore systems must take into account the perfor-820

mance asymmetry between the different types of cores.
Fair-share scheduling algorithms for asymmetric mul-
ticore systems are divided into two categories: (1) al-
gorithms based on an explicit metric capturing perfor-
mance asymmetry and (2) algorithms without such a825

metric.

The asymmetric multiprocessor scheduler (AMPS)
proposed by Li et al. [30] belongs to category (1)
above. It targets an asymmetric multicore system that
consists of the same type of cores with different oper-830

ating frequencies. The operating frequency of a core is
determined at pre-runtime and remains constant at run-
time. AMPS achieves fairness by periodically balancing
scaled loads on all the cores. Unlike our approach, the
scaled load of a core in Li et al.’s approach [30] is sim-835

plistically the number of tasks in the core’s run-queue
divided by its computing power. The computing power
of a core is a predetermined value that represents the
core’s performance. In Li et al. [30], the authors simply
assumed that the core’s performance was proportional840

to its operating frequency. AMPS surely has a limita-
tion since it assumes that a core’s computing power is
constant. In reality, the computing power of a core dy-
namically varies for various reasons in modern proces-
sors. Moreover, AMPS cannot achieve genuine fairness845

since it does not take into account the tasks’ weights.

Li et al. also proposed another asymmetric mul-
tiprocessor fair-share scheduler named A-DWRR [8].
It is an extended version of the distributed weighted
round-robin (DWRR) algorithm that maintains task fair-850

ness in terms of one round [29]. One round is defined
as the sum of the time slices of the runnable tasks in
the system. DWRR relies on task migrations across
cores to ensure that all tasks go through the same num-
ber of rounds. Since DWRR works at the granularity855

of a round, it can achieve multicore fairness only at
a coarse granularity. Unfortunately, A-DWRR inher-
its this shortcoming. For capturing the asymmetry, A-
DWRR uses relative CPU time scaled by the CPU rating
of a core with respect to that of the slowest core in the860

system. To achieve fairness, it ensures that each task re-
ceives scaled CPU time proportionally to its weight. It
has several limitations. It unrealistically assumes that a
core’s CPU rating is fixed. Unlike our approach, it can-
not work with DVFS since it does not take into account865

a core’s operating frequency in computing CPU ratings.
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Craeynest et al. proposed an equal-progress sched-
uler [1]. As a metric of fairness, they used a slowdown
difference between tasks. A task’s slowdown is the ratio
of its actual execution time to the imaginary execution870

time it takes to execute on a fast core in isolation. In or-
der to calculate the slowdown of a task, they measured
the cycles per instruction (CPI) of each core type and
normalized the task’s execution time on a slow core to
that on a fast core using the CPI ratio between fast and875

slow cores. Their scheduler periodically migrates tasks
with large slowdowns to fast cores. It has a critical limi-
tation as a fair-share scheduler since, like AMPS, it does
not consider the weights of tasks [30].

The asymmetry aware scheduler for hypervisors880

(AASH) proposed by Kazempour et al. [2] belongs to
category (2), where asymmetry is considered only im-
plicitly. AASH attempts to provide fair-share schedul-
ing for tasks that particularly run on a hypervisor.
AASH ensures that all tasks receive the same CPU cy-885

cles of fast and slow cores. In order to realize AASH,
Kazempour et al. modified the credit scheduler of the
Xen hypervisor. The credit scheduler periodically iden-
tifies tasks that have taken too many CPU cycles on fast
cores and then migrates them onto slow cores.890

Kwon et al. presented the R%-fair scheduler that at-
tempts to achieve fairness while at the same time en-
hancing system throughput [31]. The R%-fair scheduler
attempts to evenly distribute a fixed portion of the CPU
cycles of fast cores to all tasks in the system. It assigns895

the remaining portion to those tasks that are expected to
maximize the total throughput if executed on fast cores.
Kwon et al. also modified the credit scheduler of Xen.

Both AASH and the R%-fair scheduler address a dif-
ferent scheduling problem to that addressed by our fair-900

share scheduler since they attempt to balance the ratio
between two portions of a task’s execution time on a
fast and a slow core. Moreover, they do not attempt to
achieve genuine fairness since they do not use the tasks’
weights in allocating CPU times to tasks.905

7. Conclusion

In this article, we proposed a fair-share scheduler for
a performance-asymmetric multicore system. The pro-
posed scheduler is composed of three components: a
per-core fair-share scheduler, an intra-cluster SVR bal-910

ancer, and an inter-cluster task migrator. The per-core
fair-share scheduler runs on a core and performs fair-
share scheduling to balance the SVRs of the tasks cur-
rently running on the core. In doing so, it computes the
SVR of each task using its own Rρ estimator that looks915

up a mapping table to retrieve the relative performance

of the core. The intra-cluster SVR balancer periodically
partitions the tasks in a cluster into task groups and al-
locates them to cores such that the tasks with smaller
SVR receive larger SVR increments and thus proceed920

more quickly. We showed that the intra-cluster SVR
balancing algorithm bounds the maximum SVR differ-
ence between any pair of tasks in the cluster by λ

wmin
.

Our scheduler uses the same inter-cluster task migrator
as that used in Linaro’s scheduling framework, which925

aims at enhancing energy efficiency in the system.
In order to evaluate the degree of fairness improved

by our scheduler, we implemented our solution ap-
proach in Linaro’s scheduling framework on ARM’s
Versatile Express TC2 board and performed a series of930

experiments using the SPEC CPU2006 and PARSEC
benchmarks. The experimental results showed that the
maximum SVR difference was 4.09 milliseconds with
our scheduler, whereas it diverged indefinitely with time
in the Linaro’s scheduling framework. In addition, our935

approach incurred a run-time overhead of only 0.4%
with an increased energy consumption of only 0.69%.

The proposed approach can be extended in several fu-
ture research directions. We aim to extend the Rρ esti-
mator such that it can take into account other dynamic940

aspects of performance asymmetry such as varying the
instructions per cycle (IPC) due to cache misses and
memory stalls. We also plan to extend our SVR bal-
ancing algorithm so that it can achieve other goals such
as power savings and system throughput along with fair-945

ness.
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