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Abstract—As users begin to demand applications with supe-
rior user experience and high service quality, asymmetric mul-
ticore processors are increasingly adopted in embedded systems
due to their architectural benefits in improved performance and
power savings. While fair-share scheduling is a crucial kernel
service for such applications, it is still in an early stage when it
comes to performance-asymmetric multicore architecture. In this
paper, we propose a new fair-share scheduler by adopting the
notion of scaled CPU time which reflects performance asymmetry
between different types of cores. Our scheduler can work with
kernel’s dynamic resource control mechanisms since it makes
use of a varying performance ratio between cores and thus
captures dynamic performance asymmetry such as a core’s
changing operating frequency. We develop our approach on top of
ARM’s big.LITTLE architecture which runs Linaro’s scheduling
framework. Since Linaro’s relies on the completely fair scheduler
(CFS) of the Linux kernel and CFS is virtual runtime based,
we revise the notion of virtual runtime using the scaled CPU
time and incorporate it into the proposed approach. As a result,
our approach achieves fair-share scheduling by simply balancing
tasks’ virtual runtimes. To demonstrate its effectiveness, we have
implemented the proposed scheduler and performed a series of
experiments on ARM’s Versatile Express TC2 board. We ran the
SPEC CPU2006 and PARSEC benchmarks for three minutes and
measured tasks’ virtual runtimes. We observed that the maximum
virtual runtime difference was only 0.69 seconds in our approach
while the original CFS yielded the maximum difference of 8.35
seconds.

Keywords—fairness; performance asymmetry; multicore;
Linux; task scheduling

I. INTRODUCTION

Modern embedded systems such as smartphones and tablets
have evolved into highly sophisticated computing machines
armed with high performance multicore processors, high speed
cellular communication capabilities and diverse sensor mod-
ules. As such, users of such embedded systems begin to
demand applications with even more superior user experience
and higher service quality than ever before. Since multicore
processors can play an important role in coping with such
demands, the underlying operating system adopts an effective

scheduling framework to extract the performance out of mul-
ticore processors. Traditionally, a scheduler for an embedded
system puts an emphasis on improved interactivity, enhanced
throughput and power savings. Recently, fair-share scheduling
has drawn a great deal of attention in practice and in the
literature. Its weight-based computing-resource allocation can
provide a means to effectively satisfy quality-of-service (QoS)
requirements at the operating system level [1], [2].

While existing fair-share schedulers have mostly serviced
symmetric multicore systems, asymmetric multicore proces-
sors are increasingly adopted in various embedded systems
due to direct benefits from their architecture such as versatility
in both performance and power savings. This gives rise to
the development of a fair-share scheduler for an asymmetric
multicore system.

Those asymmetric multicore processors which are partic-
ularly designed for embedded systems often take the form
of performance-asymmetric and single-ISA multicore archi-
tecture. Such architecture consists of high-performance cores
and energy-efficient cores. By assigning computation-intensive
workloads onto high-performance cores while others onto
energy-efficient cores, we can achieve a performance goal
within a limited power and area budget. ARM’s big.LITTLE
architecture is a representative example of such commercial
offerings [1], [3], [4], [5]. It enables a varying number of
big and little cores to be utilized at the same time. As
such, multiple workloads can be executed concurrently in an
energy-efficient manner without incurring any performance
degradation or excessive power consumption.

Despite the benefits provided by asymmetric multicore
architecture, it is very difficult to design an effective fair-
share scheduler for it due to its inherent asymmetry. In a
symmetric multicore system, the computing power of each core
is identical and thus a fair-share scheduler simply lets runnable
tasks share physical CPU time in proportion to their weights. In
contrast, in an asymmetric multicore system, computing power
significantly varies between a high-performance core and an
energy-efficient core. Thus, the physical CPU time given to a
task should be scaled according to the computing power of the



hosting core.

This issue has been addressed in recent research activities
[1], [6]. Among them, Li et al. proposed to use the notion
of scaled CPU time in their asymmetric distributed weighted
round-robin (A-DWRR) algorithm [6]. The scaled CPU time is
used to compute the scaled weighted time slice of a task. Their
work is the seminal one in addressing the asymmetry in fair-
share multicore scheduling but has several limitations as well.
It considers only a difference in core types to capture the asym-
metry in the scaled CPU time and uses a fixed performance
ratio between cores in computing scaled CPU time. Thus, it
cannot deal with the dynamically varying performance of a
core. In reality, there exist a number of factors that dynamically
affect a core’s computing power, in addition to core types. One
example is dynamic voltage and frequency scaling (DVFS)
which causes even the same core to experience performance
variation depending on its designated operating frequency.

Craeynest et al. presented an equal-progress scheduler
based on the notion of slowdown in order to reflect the
asymmetry of a multicore system [1]. The slowdown of a
task is defined as the ratio of its actual execution time to the
execution time which is expected when the task runs on a big
core in isolation. They took a different notion of fairness from
A-DWRR. They argued that scheduling is fair if all running
tasks have the same slowdown. As a result, a task is regarded
as being fairly scheduled even if it has received a much larger
amount of CPU time than that allowed by its relative weight
as long as its slowdown value is the same as those of other
runnable tasks in the system. This is not consistent with a
general notion of fairness defined in the literature [7], [8].

In this paper, we adopt the notion of scaled CPU time from
[6] and extend it so as to apply it to a virtual runtime based
fair-share scheduling framework. In particular, we develop our
approach on top of ARM’s big.LITTLE architecture which
runs Linaro’s scheduling framework. Linaro’s is a Linux kernel
scheduler which was revised particularly for the GTS mode
operation of the big.LITTLE architecture. In order to accom-
modate the DVFS mechanism of the underlying scheduling
framework, our approach makes use of a varying performance
ratio between cores and takes into account the operating
frequency of a core as well as its core type in computing
scaled CPU time. Since Linaro’s relies on the completely fair
scheduler (CFS) of Linux for per-core fair-share scheduling
and CFS is virtual runtime based, we define the notion of vir-
tual runtime using the scaled CPU time and incorporate it into
the proposed approach. As a result, our approach achieves fair-
share scheduling by simply balancing tasks’ virtual runtimes
independently at each core and performing task migrations as
directed by the scheduling framework.

We have fully implemented our approach and performed
extensive experiments on ARM’s Versatile Express TC2 board
[5], [9]. In our experiments, we ran the SPEC CPU2006
and PARSEC benchmarks for three minutes and measured
tasks’ virtual runtimes. We observed that the maximum virtual
runtime difference was only 0.69 seconds in our approach
while the original CFS yielded the maximum difference of
8.35 seconds.

The remainder of this paper is organized as follows. Sec-
tion II describes the existing work on fair-share scheduling for

symmetric and asymmetric architecture. Section III gives the
background of the proposed work. Section IV formally states
our problem to solve and then defines the notion of fairness
for performance-asymmetric multicore architecture. Section V
explains the proposed solution mechanism in detail along with
its implementation. Section VI reports on the experimental
evaluation. Finally, Section VII concludes this paper.

II. RELATED WORK

Multicore fair-share scheduling has been widely investi-
gated to be used for server computing where performance
isolation among different users is of particular importance.
There are numerous approaches to it found in the literature.
They can be classified into either centralized or distributed
run-queue algorithms. The former extend single core fair-share
scheduling in a straightforward manner since they use a single
global run-queue in a system [10], [11], [12], [13].

The latter maintain one run-queue per core to avoid run-
queue contention particularly in large-scale systems. Since
they allow each core to make its own scheduling decisions
independently of each other, task migrations among cores are
inevitable; otherwise, the loads of cores differ as time goes by.
Depending on task migration policies, they are further divided
into weight-based [14], [15], [16] and rate-based algorithms
[7], [17], [18], [19]. For inter-core fair-share scheduling, the
weight-based ones utilize the notion of load [13], [15], [16]
and the rate-based ones do the notion of pace [7]. The load of
a core is simply the sum of weights of runnable tasks in the
core and the pace of a core is the number of rounds it has run
so far. For per-core fair-share scheduling, both use the same
metric, a task’s weight.

While fair-share scheduling algorithms for symmetric mul-
ticore systems can assume simple uniform CPU time for all
cores in the system, those for asymmetric multicore systems
must take into account performance asymmetry between differ-
ent types of cores. Fair-share scheduling algorithms for asym-
metric multicore systems are divided into two categories: (1)
algorithms based on an explicit metric capturing performance
asymmetry and (2) algorithms without such a metric.

Li et al. presented an asymmetric multiprocessor scheduler
(AMPS) [20] where fairness was achieved by periodically
balancing scaled loads on all cores. The scaled load of a
core is defined as the number of tasks in the core’s run-queue
divided by its computing power where the computing power
of a core is defined as F×S where F is the core’s frequency
and S is the scaling factor evaluated via offline benchmarks.
A core’s computing power is made known to the scheduler at
run-time. AMPS has a limitation since it assumes that a core’s
computing power is constant. In reality, it dynamically varies
for various reasons in modern processors. Moreover, AMPS
cannot achieve genuine fairness since it does not take into
account tasks’ weights.

Li et al. also proposed another asymmetric multiprocessor
fair-share scheduler named A-DWRR [6]. It is an extended
version of the distributed weighted round-robin (DWRR) al-
gorithm which maintains task fairness in terms of a round [7].
One round is defined as the sum of time slices of runnable
tasks in the system. DWRR relies on task migrations across
cores to ensure that all tasks go through the same number of



rounds. Since it works at the granularity of a round, it can
achieve multicore fairness only at a coarse granularity. Un-
fortunately, A-DWRR inherits this shortcoming. For capturing
the asymmetry, A-DWRR uses relative CPU time scaled by
the CPU rating of a core with respect to that of the slowest
core in the system. To achieve fairness, it ensures that each
task gets scaled CPU time proportionally to its weight. It has
several limitations. It unrealistically assumes that a core’s CPU
rating is fixed. Moreover, it cannot work with DVFS since it
does not consider a core’s operating frequency in computing
CPU ratings.

Craeynest et al. proposed an equal-progress scheduler [1].
As a metric of fairness, they used a slowdown difference
between tasks. A task’s slowdown is the ratio of its actual exe-
cution time to the imaginary execution time it takes to execute
on a fast core in isolation. In order to calculate the slowdown
of a task, they measured the CPI (cycles per instruction) of
each core type and normalized the task’s execution time on a
slow core to that on a fast core using the CPI ratio between
fast and slow cores. Their scheduler periodically migrates tasks
with large slowdowns to fast cores. It has a critical limitation
as a fair-share scheduler since it does not consider weights of
tasks like AMPS [20].

Algorithms in the second category consider performance
asymmetry only in an implicit manner. Kazempour et al. pro-
posed an asymmetry aware scheduler for hypervisors (AASH)
[21]. Their scheduler attempts to provide fair-share scheduling
for tasks particularly running on a hypervisor [21]. AASH
ensures that all tasks get the same CPU cycles of fast and
slow cores. In order to realize AASH, they modified the credit
scheduler of the Xen hypervisor. It periodically identifies tasks
which have taken too many CPU cycles on fast cores and then
migrates them onto slow cores.

Kwon et al. presented the R%-fair scheduler which at-
tempts to achieve fairness and enhance system throughput at
the same time [22]. It tries to evenly distribute a fixed portion
of fast cores’ CPU cycles to all tasks in the system. It assigns
the rest to those tasks which are expected to maximize the
total throughput if executed on fast cores. Like AASH, they
modified the credit scheduler of Xen.

Both AASH and the R%-fair scheduler address a different
scheduling problem from ours since they attempt to balance
the ratio between two portions of a task’s execution time on
a fast and a slow core. Moreover, they do not attempt to
achieve genuine fairness since they do not use tasks’ weights
in allocating CPU times to tasks.

III. BACKGROUND

The approach proposed in this paper is designed and
implemented on top of ARM’s big.LITTLE architecture [5]
and Linaro’s scheduling framework. To aid in understanding
the rest of this paper, we explain the architectural elements
and operation modes of big.LITTLE and the scheduling and
intra-/inter-cluster task migration of Linaro’s.

A. big.LITTLE Architecture

ARM’s big.LITTLE is a single-ISA, heterogeneous mul-
ticore processor that offers an architectural approach to se-

Fig. 1: big.LITTLE architecture

lectively providing high performance and low power con-
sumption. It has become the most representative performance-
asymmetric architecture used in practice.

The big.LITTLE architecture contains two different types
of processor cores: big and little cores. While they implement
the same instruction set architecture (ISA), they have different
microarchitectures which make them distinct from each other
in terms of performance and power consumption characteris-
tics. Processor cores of the same kind are grouped together
into two clusters. Data can be shared between the two clusters
in a coherent manner via the CCI-400 interconnect. Figure 1
shows the cluster structure of ARM’s Versatile Express TC2
which realizes the big.LITTLE architecture [5], [9].

There are three different operating modes in the
big.LITTLE architecture: (1) cluster migration mode, (2) CPU
migration mode and (3) global task scheduling (GTS) mode
[3], [5]. In the cluster migration mode, the big.LITTLE archi-
tecture renders either of the two clusters available and thus
only one cluster can be used for execution at a given time.
In the CPU migration mode, each big core is paired with a
little core and only one core per big/little pair can be running
at any given time. In the GTS mode, all cores are available
for execution at any time and thus the architecture can exhibit
the most flexibility in scheduling. However, this imposes extra
scheduling complexity on the underlying operating system.
Obviously, GTS is the most favored in practice since it brings
about higher performance within a limited power budget than
the other two operating modes.

B. Linaro’s Scheduling Framework

The GTS mode is well supported in Linux by Linaro’s
scheduling framework. It extends the completely fair scheduler
(CFS) of Linux to accommodate the asymmetry of cores. CFS
is a distributed run-queue algorithm that was designed for
symmetric multiprocessors. It consists of two components: a
per-core fair-share scheduler and a load balancer among cores.
Linaro’s scheduling framework uses the same scheduler and
load balancer as CFS for per-core scheduling and intra-cluster
load balancing, respectively. Additionally, it introduces a new
mechanism for inter-cluster task migration.

1) Per-core fair-share scheduling: CFS is a distributed run-
queue algorithm which maintains a dedicated run-queue for
each core [2]. It can help achieve scalability in a large scale
multicore system since it can avoid potential contention for
a centralized run-queue. Each run-queue maintains runnable
tasks which are sorted in the non-decreasing order of their
virtual runtimes.



CFS achieves fair-share scheduling by balancing tasks’
virtual runtimes. A task’s virtual runtime is defined as the
accumulated execution time inversely scaled by its weight. The
virtual runtime of task τi is defined as below

V R(τi, t) =
ω0

W (τi)
× C(τi, t) (1)

where ω0 is the weight of nice value 0 as defined in the Linux
kernel, W (τi) is the weight of a task τi and C(τi, t) denotes
the amount of CPU time the task τi received for time t [2].

2) Intra-cluster load balancing: Each of the two clusters
of the big.LITTLE architecture has its own load balancer. It
performs load balancing to evenly distribute the loads of cores
in its own cluster [2]. The load of a run-queue Qk is defined
as below.

Lk =
∑

τi∈Tk

W (τi) (2)

where Tk is the set of runnable tasks in Qk.

The load balancer may run in either of two different
ways called periodic balancing and idle balancing, respectively.
In periodic balancing, it periodically calculates the degree
of imbalance of a run-queue to see if the run-queue needs
to be rebalanced. The load imbalance is defined as a load
difference between the current run-queue and the run-queue
with the largest load in the cluster. If the imbalance exceeds a
predefined threshold value, tasks are migrated from the busiest
run-queue to the current one. Idle balancing is initiated if a
run-queue has no task to run. In this case, tasks are migrated
from the busiest run-queue to the empty one.

3) Inter-cluster task migration: The inter-cluster migrator
in Linaro’s scheduling framework performs task migration
between the two clusters. To do so, it continuously checks the
load_avg_ratio of each task. It is a historical, weighted
average of a task’s runtime. It decides with this value which
task needs to be migrated across clusters. If the value is larger
than the up-threshold for migrating to the big cluster or smaller
than the down-threshold for migrating to the little cluster, inter-
cluster task migration happens.

IV. PROBLEM STATEMENT AND SOLUTION OVERVIEW

In this section, we model our target system, define the
notion of fairness in a performance-asymmetric multicore
system and formally state our problem to solve.

A. System Model

For our target system, we consider performance-
asymmetric, single-ISA multicore architecture which consists
of two clusters: a big and a litter cluster. The big cluster
consists of r identical big cores, i.e., Pb = {pb1, pb2, · · ·, pbr}
and the little cluster contains s identical little cores, i.e.,
Pl = {pl1, pl2, · · ·, pls}. All cores run in the GTS mode and
tasks are scheduled by Linaro’s scheduling framework.

The performance of a core at given time is determined by
both its core type and current operating frequency where the
core type is defined by the cluster of the core, either Pb or

Pl and the operating frequency is chosen by the scheduling
framework among frequencies allowed for the core type. We
denote the two sets of allowable frequencies for big and little
cores by F (Pb) and F (Pl), respectively.

We define a notion of capability. Capability ρ is a binary
tuple which consists of a core type σ and an allowable
operating frequency f for σ. We denote it by ρ = (σ, f). A set
φ of all possible capabilities is represented as φ = {(σ, f)|σ ∈
{Pb, Pl} and f ∈ F (σ)}.

We now define the task model. The target system runs a
set of n tasks S = {τ1, τ2, · · ·, τn} and a task τi has a fixed
weight denoted by wi.

B. Fairness in Performance-asymmetric Multicore System

In order to formally derive the notion of fairness in a
performance-asymmetric multicore system, we start with the
existing definition of fairness for a symmetric multicore system
[7], [8].

Consider a symmetric multicore system which runs the
task set S. Let Ci(t1, t2) be the amount of CPU time a task
τi receives during the time interval [t1, t2]. A perfectly fair
scheduler for the symmetric multicore system is defined as
below [7], [8].

Definition 1. A perfectly fair scheduler for a symmetric
multicore system is one for which

Ci(t1, t2)

Cj(t1, t2)
=
wi
wj

(3)

holds for any continuously runnable task τi and τj in [t1, t2].

Tong Li et al. also defined the notion of fairness in a
performance-asymmetric multicore system [6]. We extend this
definition to take into account more aspects of performance
asymmetry such as core types and operating frequencies. To
do so, we scale CPU time according to the relative performance
of a core.

The relative performance of a core is defined as the speedup
factor of the core compared to the performance of the base
capability ρb = (Pl, f

l
min) where f lmin is the minimum

frequency in F (Pl). The performance of each capability ρ ∈ φ
is measured via experiments. The measurement procedure will
be discussed in Section V. We denote by Rρ the relative
performance of a core whose capability is ρ ∈ φ.

We define the scaled CPU time of a core. Consider an
asymmetric multicore system which runs the task set S. Let
Ci,ρ(t1, t2) be the amount of CPU time a task τi received
during the time interval [t1, t2] with its capability being ρ.
The scaled CPU time is given below.

Definition 2. Scaled CPU time of a task τi is

Ĉi(t1, t2) =
∑

ρ∈φ
Rρ · Ci,ρ(t1, t2) (4)

From this definition, we define a perfectly fair scheduler for
performance-asymmetric multicore systems as below.



Definition 3. A perfectly fair scheduler for an asymmetric
multicore system is one for which

Ĉi(t1, t2)

Ĉj(t1, t2)
=
wi
wj

(5)

holds for any continuously runnable task τi and τj in [t1, t2].

Since the approach we propose in this paper relies on CFS
for per-core fair-share scheduling and CFS is virtual runtime
based, we revise the original notion of CFS’s virtual runtime to
accommodate the asymmetry. We thus introduce scaled virtual
runtime (SVR) as below.

Definition 4. Scaled virtual runtime (SVR) of a continu-
ously runnable task τi in [t1, t2] is

SV Ri(t1, t2) =
1

wi
×
∑

ρ∈φ
Rρ · Ci,ρ(t1, t2) (6)

To achieve fairness in a performance-asymmetric system,
our approach attempts to minimize a difference between SVRs
of any pair of tasks at any given time. We prove trivially that
equalizing SVRs in a system achieves perfect fairness defined
in Definition 3.

Property 1. A scheduler in a performance-asymmetric
multicore system is a perfectly fair scheduler if any pair
of tasks τi and τj continuously runnable in [t1, t2] satisfies
SV Ri(t1, t2) = SV Rj(t1, t2).

Proof . Assume that tasks τi and τj in [t1, t2] have the same
SVR.

SV Ri(t1, t2) = SV Rj(t1, t2) (7)

Using Definition 4, we get the following equation.

1

wi
×
∑

ρ∈φ
Rρ · Ci,ρ(t1, t2)

=
1

wj
×
∑

ρ∈φ
Rρ · Cj,ρ(t1, t2)

(8)

The above equation can be rewritten as below.

wi
wj

=

∑
ρ∈φRρ · Ci,ρ(t1, t2)∑
ρ∈φRρ · Cj,ρ(t1, t2)

=
Ĉi(t1, t2)

Ĉj(t1, t2)

(9)

Therefore, this scheduler is a perfectly fair scheduler. �

C. Problem Statement

The problem we address in this paper is to minimize an
SVR difference between any pair of tasks in a performance-
asymmetric multicore system which runs the task set S.

Let |SV Ri,j(t)| be the SVR difference between two tasks
τi and τj in S at time t. We define SV Rmax(t) below.

SV Rmax(t) = max
{τi,τj}∈S

(|SV Ri,j(t)|) (10)

Obviously, the objective of our problem is to minimize
SV Rmax(t). Particularly, we develop our solution mechanism
in a performance-asymmetric multicore system running in the
GTS mode and under Linaro’s scheduling framework.

V. FAIR-SHARE SCHEDULING VIA SCALED VIRTUAL
RUNTIME

In this section, we technically treat our solution approach.
We first show the overall solution architecture and then explain
its key component and the modified CFS in detail.

A. Solution Architecture

The proposed approach centers around the notion of scaled
CPU time which is relative CPU time scaled with respect to the
baseline capability in the system, as explained before. In order
to make our approach seamlessly work with the three existing
components of Linaro’s scheduling framework, we add a new
module we name the Rρ estimator to the per-core scheduler
of each core. It’s role is to dynamically determine the value of
Rρ of its core. We modify several kernel functions of Linaro’s
so that the kernel scheduler can compute the scaled CPU times
and cumulative SVRs of tasks. We refer to the resultant CFS
as SVR-CFS.

Figure 2 shows the overall architecture of the proposed
approach. In the figure, the Rρ estimator checks the capability
of the associated core and then looks up a mapping table
to retrieve the exact value of Rρ. The SVR-CFS calculates
the scaled CPU time of the currently running task using the
retrieved value of Rρ and computes the SVR of the task using
the scaled CPU time. In turn, it performs per-core fair-share
scheduling to balance the SVRs of tasks.

B. Rρ Estimator

The per-core scheduler of SVR-CFS must be able to figure
out the relative performance value of Rρ in an efficient manner.
SVR-CFS is invoked at each scheduling tick. It calls the Rρ
estimator which checks the operating frequency f and the core
type σ and outputs the relative performance Rρ where ρ =
(σ, f). Since the Rρ estimator is invoked frequently, it could
incur too much run-time overhead. In order to minimize it, our
approach makes use of a mapping table (σ, f)→ Rρ generated
offline. This mapping table is called the capability-performance
table and looked up by the Rρ estimator at run-time. As a
result, the Rρ estimator can find an appropriate Rρ in O(1)
time.

In order to build the capability-performance table, we pre-
compute the value of Rρ for each capability ρ ∈ φ. Since it



Fig. 2: Overall architecture of the proposed solution

is difficult, though not impossible, to do so via an analytical
method, we take an engineering approach. To quantify Rρ
for each ρ, we use computation-intensive benchmark suites.
Specifically, for each ρ, we measure all the execution times
of the benchmarks and average them. We take the average
execution time when ρ = (Pl, f

l
min) and mark it as the

baseline performance of the capability ρb. We then normalize
other values of Rρ with respect to the baseline performance.

C. SVR-CFS

To implement the proposed approach, we modify several
kernel functions of CFS in Linaro’s scheduling framework.
We first revise update_curr() to enable it to compute
the SVR of a task. In the original CFS, it updates the run-
time statistics of the currently running task such as a task’s
cumulative execution time and virtual runtime. We replace the
cumulative CPU time of a task with the scaled CPU time.
On every invocation, the modified update_curr() function
obtains Rρ and calculates the scaled CPU time of the current
task, as described by Definition 2. It finally updates the SVR
of the task using the calculated scaled CPU time and the weight
of the task, as described by Definition 4.

When a currently running task uses up its time slice, SVR-
CFS returns the task to the run-queue. In doing so, it locates
the position of the returning task according to the increasing
order of the SVRs of tasks in the run-queue. Later, SVR-CFS
can find the task with the smallest SVR for execution from the
head of the run-queue.

We additionally modify two kernel functions
dequeue_entity() and enqueue_entity() to make
them manage SVR in a cumulative manner. In the original
CFS, the per-core scheduler avoids maintaining a task’s
cumulative virtual runtime for the sake of simplicity in
implementation. It keeps only relative order among runnable
tasks at the run-queue by locally manipulating relative virtual

runtimes when a task is enqueued to or dequeued from the
run-queue [23], [24].

When a task τi is removed for execution from a run-queue
qj at time t1, its virtual runtime is re-calculated as below in
the original CFS.

V R′(τi, t1) = V R(τi, t1)− V Rjmin(t1) (11)

where V Rjmin(t1) is the minimum virtual runtime in the run-
queue in which task τi has been included before at time t1.

Inversely, the virtual runtime of τi is re-calculated as below
when it is inserted back to qj at time t2

V R(τi, t2) = V R′(τi, t2) + V Rjmin(t2) (12)

Since the virtual runtime of the original CFS is not a global
measure for a task’s progress history, it cannot be used in our
approach. As specified in Definition 2, the scaled CPU time of
a task τi needs a complete history of its execution accumulated
in Ci,ρ(t1, t2). In fact, Ci,ρ(t1, t2) contains information on
execution time sub-intervals of τi and their respective core
types and operating frequencies during the time interval [t1, t2].
Therefore, we elaborately revise CFS’s virtual runtime ad-
justment mechanism such that SVR-CFS can keep track of
cumulative SVRs of all tasks in the system.

VI. EXPERIMENTAL EVALUATION

We report on the result of experiments we have conducted
to evaluate fairness improved by our approach. We first de-
scribe the experimental setup, present the experimental results
and then analyze them.



Fig. 3: Relative performance Rρ for each possible capability ρ

A. Experimental Setup

We have implemented our solution approach into Linaro’s
scheduling framework with Linux 3.10.54 on ARM’s Versatile
Express TC2 board [5], [9]. We performed a series of experi-
ments on the target system. Its detailed hardware and software
specification is given in Table I.

In our experiments, we used two representative
computation-intensive benchmark suites: SPEC CPU2006 [25]
and PARSEC [26], [27]. To quantify the relative performance
of each core type depending on its designated operating
frequency, we measured the execution times of SPEC
CPU2006 benchmark suites. Since the benchmarks in SPEC
CPU2006 are all single-threaded and computation-intensive,
they are particularly suitable for evaluating the computing
power of a core for each ρ = (σ, f). In order to evaluate the
degree of fairness in multi-threaded applications, we used the
PARSEC benchmark suites.

B. Quantifying Relative Performance

In order to fill up the capability-performance table (σ, f)→
Rρ explained in the previous section, we quantified the relative
performance value of Rρ for each ρ = (σ, f) at pre-runtime.
To do so, we used the SPEC CPU2006 benchmark suites.
For each ρ = (σ, f), we measured all the execution times

TABLE I: Target System Description

HW
CPU ARM Cortex A15 × 2

ARM Cortex A7 × 3

Main memory 2-GB DDR2

SW
Kernel Linaro Stable Kernel version 14.09

(Linux kernel version: 3.10.54)

File System VFAT

of the benchmarks and averaged them. Table II summarizes
the properties of the benchmark suites we used for this
measurement.

Figure 3 plots the relative performance values of all allow-
able capabilities in the big.LITTLE architecture of the Versatile
Express TC2 board [5], [9]. The horizontal axis represents
two different types of cores and their possible frequencies in
MHz and the vertical axis does relative performance values.
As shown in the figure, the baseline capability ρb is (Pl, 350
MHz). With respect to the baseline performance, we calculated
the speedup factors of other capabilities and they became the
relative performance values.

We can observe from Figure 3 that even though the
operating frequency of a big core is made lower than that of
a little core, the big core still has higher performance than
the little core. This is because the big core has advanced
micro-architecture such as an out-of-order execution unit and
advanced pipeline structure compared to the little core. Except
for a pair of capabilities (Pl, 1000 MHz) and (Pb, 1000 MHz),
the relative performance Rρ is monotonically increasing with

TABLE II: SPEC CPU2006 Benchmark Description

Test Suites Descriptions[25]

bzip2

This test suite is based on an open-source
file compression program named bzip2.
Each input is compressed and decom-
pressed.

xalanc This test suit transforms an XML document
into an XSL stylesheet.

h.264ref
This test suite is a reference implementa-
tion of H.264/AVC video compression. It
encodes input video data.

sjeng
This test suit runs a chess program which
attempts to find the best move via game tree
search and pattern recognition.



(a) blackscholes

(b) swaptions

(c) fluidanimate

Fig. 4: Comparison of SV Rmax(t) between the unmodified CFS and our approach

ρ = (σ, f).

As expected, the relative performance varies significantly
from 1.0 to 2.51 in the little core and from 2.37 to 5.12 in
the big core. It is clear from Figure 3 that a fixed performance
ratio between distinct types of cores is not a sufficient measure
for fully capturing performance asymmetry. This experiment
thus strongly supports the utility of the proposed approach.

C. Evaluation of Fairness

As a metric for evaluating fairness, we used SV Rmax(t),
as mentioned in Section IV. We measured it with and without

the proposed approach. To do so, we ran the PASEC bench-
mark suites which consist of multi-threaded workloads. The
properties of the benchmark suites are summarized in Table III.

We have run three benchmarks each of which consists
of 16 tasks. We ran each for three minutes and measured
SV Rmax(t). Figure 4 plots the experimental results. The
horizontal axis denotes the elapsed time measured in seconds
and the vertical one does SV Rmax(t) measured in seconds.

As expected, the proposed approach yielded smaller
SV Rmax(t) than the original CFS. In the original CFS, the
maximum SV Rmax(t) were 8.30, 10.62 and 6.14 seconds



TABLE III: PARSEC Benchmark Description

Test Suites Descriptions[26]

blackscholes

This test suite runs a computational
finance application which calculates the
prices for a portfolio via the Black-
Scholes partial differential equation
(PDE). It is the simplest of all PARSEC
workload.

swaptions

This test suite runs a computational
finance application which employs a
Monte Carlos simulation to analyze non-
Markovian models.

fluidanimate

This test suite runs a computer animation
application which simulates the underly-
ing physics of fluid motion for interactive
animation purposes.

with blackscholes, swaptions and fluidanimate, respectively.
In contrast, in our approach, the maximum values were 0.54,
0.57 and 0.97 seconds, respectively. To summarize, the average
SV Rmax(t) was reduced 12.1 times in our approach.

VII. CONCLUSION

In this paper, we proposed a fair-share scheduler for
performance-asymmetric multicore architecture. It works with
Linaro’s scheduling framework which relies on the CFS of the
Linux kernel. As CFS is virtual runtime based, we define the
notion of scaled virtual runtime using the scaled CPU time
which reflects the performance asymmetry caused by different
core types and operating frequencies. Since our scheduler
dynamically adjusts the relative performance of a core at each
scheduling tick, it can accommodate dynamic resource control
mechanisms such as DVFS.

In order to evaluate the degree of fairness improved by
our scheduler, we have run multi-threaded benchmarks on
ARM’s Versatile Express TC2 board. The experimental results
showed that the scaled virtual runtime difference was only 0.69
seconds with our scheduler while the original CFS yielded the
maximum difference of 8.35 seconds.

There are several future research directions along which the
proposed approach can be extended. First, we are looking to
extend the Rρ estimator such that it can take into account other
dynamic aspects of performance asymmetry such as varying
IPC (instructions per cycle) due to cache misses and memory
stalls. Second, we plan on addressing the limitation of the intra-
and inter-cluster migration mechanism of CFS in achieving
fair-share scheduling. Finally, we attempt to integrate such
objectives as power savings and system throughput along with
fairness.
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