
Providing fair-share scheduling on multicore computing systems via progress
balancing

Sungju Huha, Seongsoo Honga,b,c,d,∗

aDepartment of Transdisciplinary Studies, Graduate School of Convergence Science and Technology, Seoul National University, Republic of Korea
bDepartment of Electrical and Computer Engineering, Seoul National University, Republic of Korea

cAutomation and Systems Research Institute, Seoul National University, Republic of Korea
dAdvanced Institutes of Convergence Technology, Republic of Korea

Abstract

Performance isolation in a scalable multicore system is often attempted through periodic load balancing paired with
per-core fair-share scheduling. Unfortunately, load balancing cannot guarantee the desired level of multicore fairness
since it may produce unbounded differences in the progress of tasks. In reality, the balancing of load across cores
is only indirectly related to multicore fairness. To address this limitation and ultimately achieve multicore fairness,
we propose a new task migration policy we name progress balancing, and present an algorithm for its realization.
Progress balancing periodically distributes tasks among cores to directly balance the progress of tasks by bounding
their virtual runtime differences. In doing so, it partitions runnable tasks into task groups and allocates them onto
cores such that tasks with larger virtual runtimes run on a core with a larger load and thus proceed more slowly.
We formally prove the fairness property of our algorithm. To demonstrate its effectiveness, we implemented our
algorithm into Linux kernel 3.10 and performed extensive experiments. In the target system, our algorithm yields
the maximum virtual runtime difference of 1.07 seconds, regardless of the uptime of tasks, whereas the Linux CFS
produces unbounded virtual runtime differences.
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1. Introduction

As the trend of resource consolidation continues in
computing systems of diverse application domains, per-
formance isolation has become one of the essential fea-
tures that must be supported by an underlying operating
system. For example, cloud computing allows tenants to
pay for computing resources that are dynamically pro-
visioned by a cloud service provider. The cloud service
provider places its abundant computing resources into a
consolidated cloud server and lets tenants rent a slice of
these resources. It is thus essential to guarantee the pro-
visioning of the required computing resources as speci-
fied in a service level agreement signed by a tenant and
the cloud service provider (Huh et al., 2012).

As such, fair-share scheduling has been increasingly
adopted in various computing systems since its weight-
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based resource allocation can offer a means to achieve
effective performance isolation at the operating system
level. The key idea behind fair-share scheduling is to
assign weights to runnable tasks in a system and provide
each task with a share of the resource proportionally to
its weight (Baruah et al., 1996; Jones et al., 1997).

Due to its popularity, a large number of fair-share
scheduling algorithms have been proposed in the liter-
ature (Caprita et al., 2005, 2006; Chandra et al., 2005;
Duda and Cheriton, 1999; Ghodsi et al., 2013; Goyal
et al., 1996; Isard et al., 2009; Kolivas, 2010; Molnar,
2007; Roberson, 2003; Srinivasan and Anderson, 2005;
Waldspurger and Weihl, 1994, 1995; Zaharia et al.,
2010). Among them, algorithms in (Duda and Cheriton,
1999; Goyal et al., 1996; Waldspurger and Weihl, 1994,
1995) focus on fair-share scheduling in a uniprocessor
system. They achieve fairness by assigning each task a
CPU time proportional to its relative weight. As mod-
ern computing systems are increasingly being equipped
with multicore hardware, considerable research effort
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has also been given to developing multicore fair-share
scheduling algorithms. These algorithms can be classi-
fied into either centralized or distributed run-queue al-
gorithms.

Centralized run-queue algorithms achieve multicore
fairness by extending a single core fair-share scheduling
algorithm using a single global run-queue (Caprita et al.,
2005; Chandra et al., 2005; Kolivas, 2010; Srinivasan
and Anderson, 2005). Unfortunately, they are limited
in terms of scalability because they need a global lock
for synchronization at the centralized run-queue. This
may incur non-trivial performance degradation when
systems scale up.

Distributed run-queue algorithms use a local run-
queue on each core and allow each core to make its
own independent scheduling decisions (Caprita et al.,
2006; Ghodsi et al., 2013; Isard et al., 2009; Molnar,
2007; Roberson, 2003; Zaharia et al., 2010). Such a dis-
tributed run-queue structure inevitably necessitates load
balancing among cores in the system since the loads of
the cores differ with time. Load balancing can possi-
bly be achieved through periodic task migration among
local run-queues. In these algorithms, the load of a
core is defined as the sum of the weights of tasks in
the corresponding run-queue, and thus load balancing
naturally leads to weight-sum balancing in the system
(Willebeek-LeMair and Reeves, 1993; Xu, 1997).

Unfortunately, such weight-sum balancing often fails
to guarantee fair-share scheduling in a multicore sys-
tem, even if an idealized perfect scheduling algorithm
such as GPS (Parekh and Gallagher, 1994) is used for
per-core scheduling. This is because a task’s weight is a
static constant that does not capture the progress of the
task whereas fair-share scheduling needs to balance the
progress of entire tasks in the system.

To address this problem, we introduce a new policy
for task migration, which we name Progress Balancing.
Unlike load balancing, our progress balancing seeks to
balance the virtual runtimes of runnable tasks where a
task’s virtual runtime is defined as its cumulative run-
time inversely scaled by its weight. It represents the rel-
ative progress of a task. In our approach, we attempt to
bound a virtual runtime difference between any pair of
tasks by a constant via progress balancing. Intuitively,
this guarantees multicore fairness since the virtual run-
times of tasks become identical if all the tasks have re-
ceived CPU times exactly in proportion to their relative
weights, as in an idealized multicore scheduling such
as generalized multiprocessor sharing (GMS) (Chandra
et al., 2005).

Linux, which has emerged as the most favored op-
erating system, also supports fair-share scheduling via

the completely fair scheduler (CFS). Moreover, Linux
has addressed multicore issues since its 2.2 release. Un-
fortunately, Linux falls short of expectations in terms of
fair-share and multicore scheduling together. Like many
other multicore fair-share scheduling algorithms based
on distributed run-queues, CFS consists of two compo-
nents: a per-core fair-share scheduler and a load bal-
ancer. Each component has a shortcoming in achieving
multicore fairness.

First, the current realization of a task’s virtual run-
time in CFS cannot be utilized for achieving fairness in
a multicore environment. The goal of CFS is to approxi-
mate GPS by giving each task a CPU time in proportion
to its assigned weight. At the per-core level, CFS suc-
cessfully achieves this goal by using the virtual runtime.
At every scheduling decision point, a per-core scheduler
dispatches the task with the smallest virtual runtime on
the core. However, in a multicore system, the virtual
runtime cannot be a global measure for a task’s progress
since the per-core scheduler of CFS maintains only rel-
ative order among the runnable tasks in each run-queue
by locally manipulating virtual runtimes when a task is
enqueued or dequeued.

Second, CFS relies on load balancing to achieve mul-
ticore fairness. As pointed out earlier, balancing loads
among cores is irrelevant to bounding differences in the
virtual runtimes of tasks. Note that virtual runtime dis-
tribution varies on cores regardless of loads and that the
per-core schedulers of CFS run independently of each
other. To exacerbate the problem, CFS cannot provide
perfect load balancing for two reasons: weight quanti-
zation error and reluctant load balancing, as discussed
in (Huh et al., 2012). The quantization error occurs be-
cause a task’s weight is specified with one of the prede-
fined positive integers in Linux implementations. In ad-
dition, CFS allows for persistent load imbalance among
cores since it is very reluctant to perform load balanc-
ing, unless the load imbalance exceeds a given thresh-
old.

In our earlier work (Huh et al., 2012), we attempted
to address the second limitation by proposing a virtual
runtime-based task migration algorithm. Our previous
algorithm has two shortcomings. First, it provides only
pairwise fairness between two adjacent cores and has
not yet been generalized into the larger number of cores.
A straightforward extension of the algorithm fails to
maintain the boundedness property among virtual run-
times. We thus newly introduce a mechanism called
throttling. Second, the previous algorithm cannot solve
the limitation of CFS’s virtual runtime since it still uses
the same per-core scheduler as that of CFS. It merely
inherits the same problem.
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In this paper, we propose a progress balancing algo-
rithm for achieving multicore fairness by extending our
previous work. The algorithm works for a system with
2n cores by hierarchically applying a pairwise progress
balancing algorithm similar to the one given in (Huh
et al., 2012). The proposed algorithm periodically parti-
tions runnable tasks into the same number of groups as
the number of cores in the system and shuffles the tasks
in such a way that a core with larger virtual runtimes
receives a larger load and the load differences among
cores are bounded. The proposed algorithm achieves
this property by incorporating a work-non-conserving
mechanism called throttling. This property ensures that
tasks with larger virtual runtimes run at a slower pace
until the next period. In addition, we elaborately re-
design CFS so that it keeps track of the cumulative vir-
tual runtimes of the tasks. Our formal analysis shows
that our approach achieves a constant bound on the vir-
tual runtime differences, regardless of the number of
tasks or cores.

We implemented the proposed approach on a multi-
core server machine equipped with Intel Xeon E5506
processors running with Linux kernel 3.10. We ex-
perimented with the target machine and measured the
maximum virtual runtime difference of tasks as well as
the run-time overhead incurred by our algorithm. Ex-
perimental results demonstrate the effectiveness of our
progress balancing approach. When we set the balanc-
ing period to 500 milliseconds, the maximum virtual
runtime difference was observed to be 1.07 seconds, re-
gardless of the machine’s uptime. In contrast, the vir-
tual runtime differences indefinitely diverge in Linux
with the legacy CFS. Our approach incurs only negligi-
ble run-time overhead compared to the legacy CFS. The
remainder of this paper is organized as follows. Sec-
tion 2 discusses the related work on multicore fair-share
scheduling algorithms. Section 3 models our target sys-
tem and gives associated notations. In Section 4, we
define progress balancing and state the problem at hand.
Section 5 discusses the technical aspects of our progress
balancing. Section 6 reports on the experimental evalu-
ation. Finally, Section 7 concludes the paper.

2. Related work

A number of research results on multicore fair-share
scheduling can be found in the literature. These results
can be classified into either centralized or distributed
run-queue algorithms.

2.1. Centralized run-queue algorithms

Multicore scheduling algorithms based on a cen-
tralized run-queue extend the single core fair-share
scheduling. Since they use a single global run-queue,
they can make global scheduling decisions and do not
require sophisticated load balancing.

Surplus fair scheduling (SFS) adopts start-time fair
queueing (SFQ) (Goyal et al., 1996) to accommodate
multicore systems (Chandra et al., 2005). SFS intro-
duces a weight readjustment algorithm to translate a set
of infeasible weights into the closest feasible weight
assignment where an infeasible weight is an excessive
weight value assigned to a task that cannot be serviced
by any multicore fair-share scheduling algorithm. With
adjusted feasible weights, it approximates GPS fairly
well by using a task’s surplus service time that is de-
fined as the extra CPU time received by the task when
compared to GPS. However, the weight readjustment
algorithm in (Chandra et al., 2005) needs a task sort-
ing operation whenever a task newly arrives or leaves.
It additionally incurs the overhead of O

(
log n

)
. Sim-

ilarly, Group ratio round-robin (GR3) (Caprita et al.,
2005) performs the same weight readjustment algo-
rithm without the need for task sorting, and thus it can
achieve multicore fairness with lower scheduling over-
head. More recently, BFS was developed as an alter-
native to CFS in the Linux operating system (Kolivas,
2010). It aims to enhance desktop interactivity by us-
ing a simple run-time algorithm based on a task’s vir-
tual deadline. Virtual-time round robin (VTRR) (Nieh
et al., 2001), smoothed round robin (SRR) (Chuanx-
iong, 2001) and deficit round robin (DRR) (Shreedhar
and Varghese, 1996) are other alternatives that use a
centralized run-queue.

Such centralized run-queue algorithms work well for
small-scale systems where the number of cores is rel-
atively small (Dandamudi, 1997). However, they are
clearly not suitable for large-scale systems since they
can suffer from excessive lock contention and serializa-
tion.

2.2. Distributed run-queue algorithms

Algorithms based on distributed run-queues maintain
one run-queue per core to avoid run-queue contention,
particularly in large-scale systems. Since they involve
additional task migration between run-queues, they are
further classified into two categories according to their
task migration policies: (1) weight-based and (2) rate-
based algorithms.
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2.2.1. Weight-based algorithms
The aim of weight-based algorithms is to evenly dis-

tribute the system load among run-queues in a system.
Caprita et al. (Caprita et al., 2006) proposed a multi-
core scheduling algorithm called Grouped Distributed
Queues. It periodically groups tasks based on their
weights and reallocates the groups to cores in order
to balance the aggregated group weight of each core.
Linux CFS also makes use of weight-based load balanc-
ing (Molnar, 2007). It redistributes tasks among cores
periodically to balance the weight sum of each core.
The ULE scheduler presented in (Roberson, 2003) also
employs the periodic CPU migration model to distribute
load evenly across cores in the FreeBSD kernel. Unlike
CFS, it moves tasks two times per second from the most
heavily loaded run-queue to the lightest even if load im-
balance between run-queues is small.

Delay Scheduling (Zaharia et al., 2010) and Choosy
(Ghodsi et al., 2013) are the weight-based algorithms
for large-scale computing systems. Both take into ac-
count data locality as well as fairness. For data-intensive
workloads, they achieve nearly optimal data locality.
However, they lead to inefficient and unfair CPU re-
source allocation since they allocate a CPU time to a job
where a job is a collection of tasks. Quincy (Isard et al.,
2009) achieves both fairness and data locality in granu-
larity of tasks. In doing so, it models fair-share schedul-
ing as a graph-based min-cost flow problem. However,
it takes several seconds to compute the optimal solution
for task allocation and thus Quincy can be used only for
an offline scheduler.

2.2.2. Rate-based algorithms
Rate-based algorithms were proposed to overcome

the limitation of the weight-based algorithms. They dis-
tribute the system load among run-queues in order to
balance the pace of tasks. To the best of our knowl-
edge, only a few algorithms can be classified into this
category. Boneti et al. presented a dynamic scheduler
for balancing the pace of a parallel application that ex-
ecutes the same code on each of different partitions of
data (Boneti et al., 2008). The dynamic scheduler de-
tects the pace difference among tasks and then priori-
tizes the slower ones so that they can run on cores with
lighter load. However, it relies on an iterative, running-
waiting behavior of an application and is dependent on
specific architecture. Similarly, Hofmeyr et al. pro-
posed a load balancer for parallel applications on mul-
ticore systems (Hofmeyr et al., 2011, 2010). It focuses
on an extrinsic load imbalance problem caused by the
operating system noise and other simultaneously run-
ning applications. The load balancer periodically dis-

tributes tasks such that the tasks with the slowest speed
run on the core with the lightest load. Their work was
implemented only in user-space and worked for cer-
tain types of parallel applications with the same prior-
ities. Shih et al. proposed a VM-aware fair scheduler
to achieve fairness in a virtualized computing system
(Shih et al., 2013). The scheduler models the pace of
guest virtual machines with a given time interval with
an n-dimensional status vector where n is the number of
virtual machines. It also defines the ideal fairness in that
interval with a fairness vector with the same dimension
as the status vector. The system fairness is geometri-
cally represented by an angle between the status vec-
tor and the fairness vector. Periodically, the scheduler
greedily looks for the optimal virtual machine alloca-
tion that will minimize the angle for the next period.

Li et al. proposed distributed weighted round-robin
(DWRR), which is also a rate-based multicore fair-share
scheduling algorithm (Li et al., 2009, 2010). It contin-
uously performs task migration across cores to ensure
that all tasks go through the same number of rounds
where the number represents the progress of each core.
This scheduler is similar to our approach since it at-
tempts to achieve multicore fairness by balancing the
progress of tasks. However, it balances tasks’ progress
in the granularity of a round where one round is defined
as the sum of the time slices of all runnable tasks in
the system. In contrast, our approach performs progress
balancing at every balancing period. The balancing pe-
riod is much smaller than a typical round. DWRR may
also suffer from poor interactivity due to the use of two
run-queues per core, as originated from the Linux O (1)
scheduler. Note that in the O (1) scheduler, tasks in the
expired run-queue can suffer from severe starvation due
to I/O bound tasks (Mosberger, 2003).

In our previous work, we proposed a virtual runtime-
based task migration algorithm (Huh et al., 2012). In
order to achieve progress balancing, it attempts to bal-
ance the virtual runtimes of tasks since virtual runtime
directly represents the progress of each task. This al-
gorithm has a scalability problem since it supports only
pairwise fairness between two adjacent cores. Further-
more, the notion of virtual runtime in (Huh et al., 2012)
does not globally represent a task’s progress since its
underlying scheduler manipulates virtual runtimes lo-
cally at each run-queue.

3. System model and notations

In this section, we show the overall architecture of
the target computing system and present the technical
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details of the CFS runtime algorithm and its load bal-
ancing mechanism along with notations used through-
out this paper. This discussion provides readers with a
background for understanding the progress balancing.

3.1. System architecture
For our target system, we consider a cloud datacen-

ter where accurate and precise fair-share scheduling is
a key mechanism for effective resource provisioning. It
should be noted that a cloud datacenter is built based
on server consolidation in that multiple underutilized
servers are merged into a small number of servers for
the efficient use of computing resources.

In such an environment, a server hosts multiple ten-
ants that are originally from different dedicated severs.
A tenant is an individual or an organization that buys
computing resources from the service provider. Since
different tenants generate a large number of tasks with
varying importance and quality of service requirements,
each tenant should sign a service contract with the ser-
vice provider in order to receive diverse services guar-
anteed according to a service level agreement (SLA)
(Buyya et al., 2008; Dejun et al., 2010). An SLA
specifies the required and acceptable computing power
in terms of measurable units. For example, processor
power can be quantified in the unit of million instruc-
tions per second (MIPS).

Fig. 1 shows the target system architecture that is
identical to a typical server node of a cloud datacen-
ter. A server node is equipped with a symmetric multi-
processor with hardware virtualization extensions. In
the target system, we run Linux as a host operating sys-
tem and the kernel-based virtual machine (KVM) as
a hypervisor. KVM runs inside the Linux kernel as
a kernel loadable module. It uses the quick emulator
(QEMU) to emulate actual hardware for guest virtual
machines (VMs).

On top of the host Linux kernel, the OpenStack cloud
management software (OpenStack, 2014) runs to con-
trol and manage system resources aggregated from mul-
tiple physical server nodes in a datacenter. The cloud
service provider assigns a VM to each tenant. The cloud
service provider in turn allocates a number of virtual
CPUs to each VM and its share according to the SLA,
using a dashboard application of OpenStack. A share of
a VM is a value that numerically specifies the relative
importance of the VM in using system resources such
as CPU and memory. In Linux, the share of a VM is
represented by a weight value. From the perspective of
the host operating system, every virtual CPU is a plain
Linux task and managed by Linux. A virtual CPU task
has a weight calculated from its virtual machine’s share.

Figure 1. System architecture of server node in the cloud datacenter.

Then, the host’s task scheduler, CFS, schedules virtual
CPUs according to their weights. Thus, such virtual
CPU tasks are subject to our problem of progress bal-
ancing.

3.2. Overview of CFS and associated notations

As previously noted, the progress balancing is pro-
posed to address the limitations of multicore fair-share
scheduling algorithms that based on decentralized run-
queues, particularly the CFS of Linux. It is thus essen-
tial for readers to understand the internal operations of
the CFS clearly in order to comprehend the proposed
algorithms. We give an in-depth overview of the per-
core scheduling and load balancing mechanism of the
CFS. We also define associated notations that are used
throughout the remainder of this paper. The notations
are summarized in Table 1.

For a given server node, we define several notations.
Let V and P be sets of VMs and virtual CPUs running
in the server node, respectively. Each VM vi ∈ V has
a set of virtual CPUs Pi ⊂ P. A virtual CPU ρ j ∈ Pi

is mapped to a plain Linux task and managed by the
CFS of the host Linux. Since all virtual CPUs in a VM
are treated equally, the weight of a virtual CPU task is
simply set to the VM’s weight divided by the number of
virtual CPUs in that VM.

Similarly, let Φ and Q be sets of physical CPU cores
and per-core run-queues in the server node, respectively.
Each physical core pk ∈ Φ has a dedicate run-queue qk ∈

Q that maintains a set Tk of runnable tasks. These tasks
are stored in the non-decreasing order of their virtual
runtimes. CFS de-queues a task from the head of qk and
executes it such that all tasks in Tk have virtual runtimes
only with small differences at all times.
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Table 1. Basic notations.

Symbol Definition
m Number of CPU cores in the system
Φ = {p1, p2, ..., pm} Set of CPU cores
Q = {q1, q2, ..., qm} Set of run-queues for CPU cores
T j Set of tasks in q j

γk Throttle factor for task group Tk

w(τi) Weight value of task τi

l j Load of task set T j in q j

V = {v1, v2, ..., vn} Set of virtual machines in the system
Pi Set of virtual CPUs of vi

t Wall clock time
λ Balancing period
ci(t) Amount of time that τi has received for [0, t]
ri(t) Virtual runtime of τi at t
r j

min(t) Minimum virtual runtime in q j at t
∆ri(λ) Virtual runtime increment of τi during λ∣∣∣ri, j(t)

∣∣∣ Virtual runtime difference between τi and τ j at t
rmax(t) The largest

∣∣∣ri, j(t)
∣∣∣ at t

∆ri, j(λ) Difference between ∆ri(λ) and ∆r j(λ)
wmax Maximum weight in the system
wmin Minimum weight in the system

Virtual runtime is one of the most important notions
in CFS. A task’s virtual runtime is defined in CFS as
follows.

Definition 1 (Virtual Runtime of a Task). The virtual
runtime of a task τi at time t is the actual cumulative
runtime of τi inversely scaled by its weight.

ri(t) =
1

w(τi)
· ci(t) (1)

Here, ci (t) is the amount of CPU time that τi received
by time t. Intuitively, it represents the amount of the
progress of a task normalized by its weight.

In CFS, tasks are executed in a non-preemptive man-
ner for their weighted time slices and their virtual run-
times are used only for task selection. Thus, CFS avoids
maintaining a task’s cumulative virtual runtime for the
sake of performance. Instead, it keeps track of only the
relative order among runnable tasks in a run-queue. On
the other hand, this slightly adds complexity to the im-
plementation of CFS since a task’s virtual runtime needs
to be adjusted when the task is inserted into or removed
from a run-queue. When a task τi is removed for execu-
tion from a run-queue q j at time t1, its virtual runtime is
re-calculated as follows.

ri
′(t1) = ri(t1) − r j

min(t1) = 0 (2)

In fact, r j
min (t1) is equal to ri (t1) since τi had the smallest

virtual runtime at the time of its dispatching.
Inversely, the virtual runtime of τi is re-calculated as

follows when it is inserted back to q j at time t2.

ri(t2) = ri
′(t2) + r j

min(t2) (3)

Note that r′i (t2) is some positive value since τi must have
been executed for some portion of interval (t1, t2).

In a multicore system, CFS makes use of load bal-
ancing to evenly distribute the loads of the cores in the
system. In CFS, the load of a run-queue q j is defined
as the sum of weights of tasks in q j and is calculated as
follows.

l j =
∑

τi∈T j
w(τi) (4)

Basically, a load balancer performs periodic task mi-
gration. We denote the balancing period by λ. CFS
checks at every λ whether the current run-queue should
be rebalanced by calculating a degree of imbalance. Let
qmax be the run-queue with the largest load in a system
and let Tmax be a set of tasks in qmax. Also, let lmax be
the load value of qmax. Then, the degree of imbalance of
the current run-queue qc is defined as follows.

lδc = min(|lmax − lavg|, |lavg − lc|) (5)

where lavg is the average load value in the system.
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CFS’s load balancer attempts to move tasks from qmax
to qc only if the following condition is met.

lδc ≥
min
τi∈Tmax

(w(τi))

2
(6)

The load balancer then iteratively performs task migra-
tion until the weight sum of the moved tasks becomes
larger than lδc.

In addition to the periodic load balancing, CFS trig-
gers load balancing when a run-queue becomes empty.
This is called idle balancing. When a task terminates
its execution or becomes blocked, the load balancer
checks the number of runnable tasks remaining in the
run-queue. If no task is found, it invokes the idle bal-
ancing code to steal tasks from the busiest run-queue.
The number of tasks to be moved is determined accord-
ing to (5).

4. Problem description and solution overview

In this section, we formally state our problem along
with a motivating example. We then give an overview
of the proposed solution approach.

4.1. Problem statement
The problem we address in this paper is in bounding

virtual runtime difference between two arbitrary tasks
in a multicore system. The system has m symmetric
processor cores and each core has a separate run-queue
manipulated by a perfect per-core fair-share scheduler.
For a given set T of tasks in the system, let

∣∣∣ri, j (t)
∣∣∣ be

the virtual runtime difference between two tasks τi and
τ j in T at time t. As a metric for evaluating fairness, we
use rmax (t) defined below.

rmax(t) = max
{τi,τ j}∈T

(|ri, j(t)|)

Clearly, the objective of the problem is to bound rmax (t)
by a constant, or simply:

rmax(t) ≤ c

where c is a constant independent of |T | and m.

4.2. Motivating example
Consider a node in a cloud server where five VMs v1,

v2, v3, v4 and v5 are running on two physical CPU cores
p1 and p2. A VM vi is assigned a virtual CPU that is
realized by a task τi. Assume that the weight of τ1 is
1024 and those of all others are 335. Then, the VM v1
is expected to receive 3.05 times more CPU time than

Figure 2. Motivating example that demonstrates the failure in provid-
ing fairness due to the divergence of virtual runtime difference.

the other VMs. Assume also that all the VMs indepen-
dently run the same set of CPU-intensive benchmarks.
We further assume that τ1 runs on p1 and the other tasks
run on p2, initially; this is consistent with the behavior
of CFS since this configuration leads to the minimum
load imbalance of 316. In this configuration, the CFS’s
load balancing does not move tasks since any task mi-
gration results in a greater load imbalance than that of
the current task configuration. Consequently, the vir-
tual runtime of τ1 goes faster than those of the other
tasks and the gap between the virtual runtimes of any
two virtual CPU tasks increases indefinitely as depicted
in Fig. 2. This example clearly shows that Linux CFS
fails to allocate CPU times to the tasks as specified by
their weights.

4.3. Solution overview

In order to solve the abovementioned problem, we
present a progress balancing algorithm. Fig. 3 shows
the overall system architecture into which the proposed
solution mechanism is incorporated. Our algorithm
consists of a top-level algorithm ProgressBalancing
which invokes two sub-algorithms Partition and Throt-
tle. For a set T of tasks running in a system with m
cores, these two algorithms collectively generate m task
groups T1,T2, . . . ,Tm of which the loads are carefully
throttled and the tasks are sorted with respect to their
virtual runtimes.

While our approach relies on ProgressBalancing for
task migration at every balancing period, it also adopts
the widely-used CFS’s per-core scheduler for fair-share
scheduling on each core. We revise CFS such that it
is capable of accounting for the cumulative virtual run-
times of tasks. On the other hand, for the purpose of
formally analyzing the property of the progress balanc-
ing algorithm, we assume an idealized per-core fair-
share scheduler that achieves rmax (t) = 0 at all times.
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Figure 3. Overall system architecture of the proposed approach.

Note that per-core fair-share scheduling is orthogonal
to progress balancing.

5. Progress balancing algorithm

In this section, we provide technical details of the
progress balancing algorithm we propose to achieve
fairness in a multicore system. We first describe the al-
gorithm in detail and prove its properties.

Fig. 4 shows the pseudo code of the top-level algo-
rithm ProgressBalancing. It first merge-sorts m input
task groups in the descending order of their virtual run-
times and stores all tasks in a system-wide balancing
queue H. It then performs the Partition and Throt-
tle step in order. Finally, it returns m task groups
T1,T2, . . . ,Tm along with their corresponding m throttle
factors γ1, γ2, . . . , γm. Each task group is then assigned
to a core in the system. Without loss of generality, we
assume that a task group T j is allocated to the core p j

while we describe the algorithm in this section. Fig. 5

Figure 4. Pseudo code of the progress balancing algorithm.

Figure 5. Overview of the progress balancing algorithm for multicore
server node.

pictorially summarizes the overall operation of the al-
gorithm.

5.1. Algorithm description

The progress balancing algorithm is triggered peri-
odically at time t = kλ for a positive integer k. The
algorithm takes as its input the m task groups that were
executed on m cores in the previous balancing period
[(k − 1) λ, kλ]. Our algorithm requires that the number
of cores m = 2l where l is a natural number since it re-
cursively performs pairwise task partitioning in a tree-
structured manner. It eventually produces m task groups
that are to be newly allocated to the m cores, along with
their corresponding m throttle factors.

5.1.1. Partition algorithm
The Partition algorithm partitions a sequence of in-

put tasks stored in H into m task groups T1,T2, . . . ,Tm,
recursively in a top-down manner from level 1 to the
lowest level l. The algorithm is formally specified in
pseudo code of Fig. 6. It takes two inputs: (1) a parti-
tion level l and (2) a sequence S of tasks sorted in the
descending order of virtual runtimes. It outputs 2l task
groups. In doing so, it invokes the BinaryPartition al-
gorithm that divides S into two subsequences S l and S s

such that they satisfy the following properties.

(1) A task in S l has virtual runtime equal to or larger
than that of any task in S s;
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Figure 6. Pseudo code for the Partition algorithm.

(2) The load of S l is no smaller than that of S s;
(3) The load difference between S l and S s is smaller

than 2wmax.

Revert to Fig. 6. The BinaryPartition algorithm
works as follows. It first calculates the weight sum of
S in line 3. In the while loop in lines 4∼8, it keeps mov-
ing tasks from the head of S to the tail of S l until the
weight sum of S l becomes larger than the half of that
of S . In line 9, the tasks remaining in S becomes S s.
Finally, the algorithm returns S l and S s.

The properties (1) and (2) above ensure that tasks
with larger virtual runtimes (those in S l) are placed onto
a core with a heavier load in the subsequent balancing
period and thus run more slowly. The property (3) pre-
vents the tasks in S l from running too slowly compared
to those in S s.

Unfortunately, the Partition algorithm has a limita-
tion. ProgressBalancingmust ultimately satisfy the fol-
lowing total ordering among the loads of cores:

• l1 ≥ l2 ≥ . . . ≥ lm for cores p1, p2, . . . , pm

Due to the nature of BinaryPartition, however, Parti-
tion guarantees only partial orderings as follows.

• li ≥ li+1 for cores pi and pi+1 for i = 2 j + 1

This calls for the Throttle algorithm.

5.1.2. Throttle algorithm
To address the abovementioned partial ordering prob-

lem, we introduce a mechanism we name throttling.

Suppose we skip the invocation of the Throttle algo-
rithm in line 4 of the ProgressBalancing algorithm in
Fig. 4. Then, some adjacent pair of cores pi and pi+1 for
i = 2 j may satisfy li < li+1. If this really happens, each
task in Ti will receive a virtual runtime increment that
is greater than tasks in Ti+1. This is because the virtual
runtime increment of a task is inversely proportional to
the load of its core. This exacerbates the progress bal-
ancing since tasks in Ti already have larger virtual run-
times than tasks in Ti+1.

In order to make a task in Ti receive a smaller virtual
runtime increment than those in Ti+1 even if li < li+1
holds, we need to limit the amount of CPU bandwidth
allocated to Ti. This calls for the Throttle algorithm
shown in Fig. 7. For this algorithm, we define the ratio
of the CPU bandwidth to be allocated to Ti as a throttle
factor γi. In order for given m task groups to satisfy the
above total ordering condition, their throttling factors
γ1, γ2, . . . , γm must satisfy the following conditions:

•
l1
γ1
≥

l2
γ2
≥ . . . ≥ lm

γm

• ∀ j : 1 6 j 6 m : 0 < γ j 6 1.0

Clearly, the throttle factor γ j is used to control the
attainable CPU bandwidth of the task group T j on the
core p j. At the beginning of each balancing period, a
task group T j is provisioned with an execution window
of size λ · γ j where λ is the size of the balancing period.
When T j uses up the current execution window, it is
throttled until the subsequent balancing period.

The Throttle algorithm shown in Fig. 7 computes
the throttle factors γ1, γ2, . . . , γm of given task groups
T1,T2, . . . ,Tm. The algorithm attempts to find the great-
est possible values for γ1, γ2, . . . , γm in order to max-
imize the total amount of attainable CPU bandwidth.
The algorithm works as follows.

In line 1, the algorithm first initializes γ1, γ2, . . . , γm

to 1.0 since it tries to assign 1.0 to γ j whenever possible.
In lines 2∼8, for each task group T j−1, γ j−1 can get 1.0
if l j−1 > l j/γ j (in lines 3∼4); otherwise, γ j−1 is assigned
the greatest possible throttle factor, γ j ·l j−1/l j (in line 6).

Such a throttling mechanism can be easily imple-
mented via a Linux kernel facility called a CFS band-
width limit (Turner et al., 2010).

5.2. Feasibility constraints
As mentioned in (Chandra et al., 2005), a multicore

fair-share scheduling algorithm cannot handle a weight
assignment if a task needs more than 1/m of all the
available CPU time in a system with m cores. Note that
a task cannot run on more than one core at a given point
in time.

9



Figure 7. Pseudo code for the Throttle algorithm.

Two alternative methods can be used to handle such
an infeasible task set. One method involves convert-
ing infeasible weights into their closest feasible weights
(Caprita et al., 2006; Chandra et al., 2005) and the other
method involves disallowing an infeasible weight as-
signment (Duda and Cheriton, 1999; Goyal et al., 1997).
In our approach, we choose the latter method since ad-
justing the weights of tasks inevitably leads to a mod-
ification in SLA, which is often unacceptable in cloud
computing. Our algorithm checks if a task τi in the
system satisfies the feasibility condition specified below
before performing progress balancing.

w(τi) ≤

∑
τ j∈T w(τ j)

m

It then simply rejects an infeasible task.

5.3. Algorithm analysis
We now formally analyze the fairness property of our

progress balancing algorithm. Specifically, we prove
that it bounds the virtual runtime difference of any pair
of tasks in a system by a constant.

We let ∆ri (λ) be the virtual runtime increment of a
task τi during a balancing interval of size λ, and let∣∣∣∆ri, j (λ)

∣∣∣ =
∣∣∣∆ri (λ) − ∆r j (λ)

∣∣∣. Then, the following
lemma holds.

Lemma 1. Suppose that a task group Tp runs on a CPU
core. Then, the virtual runtime of a task τi ∈ Tp is
increased during λ as follows:

∆ri(λ) =
1
lp
· λ · γp

Proof. Since we assume an idealized CFS for per-core
scheduling, a physical runtime increment of a task τi

during λ is derived as follows:

∆ci(λ) =
w(τi)

lp
· λ · γp

Figure 8. Notations used in Lemma 2.

The virtual runtime of τi at time t + λ is derived from
(1):

ri(t + λ) = ri(t) +
1

w(τi)
· ∆ci(λ)

Then, ∆ri (λ) is computed by

∆ri(λ) = ri(t + λ) − ri(t) =
1
lp
· λ · γp

Therefore, the lemma holds.

We then show that our algorithm bounds the load dif-
ference between any two cores by 2mwmax.

Lemma 2. The load difference between the two cores
pi and p j is bounded by 2mwmax as follows.∣∣∣li − l j

∣∣∣ ≤ 2mwmax

Proof. Recall that the Partition algorithm works in a
tree-structured manner as depicted in Fig. 8. Let T l

i be
the ith task group obtained from Partition invoked with
the partition level l. We define the sibling task group
s
(
T l

i

)
of T l

i as the task group produced together with T l
i

by an invocation of BinaryPartition. We also define the
parent task group p

(
T l

i

)
of T l

i as the input to the invo-

cation of BinaryPartition that produced T l
i and s

(
T l

i

)
.

We let l
(
T l

i

)
be the load of T l

i .
We first prove the following inequality holds for any

two task groups T l
i and T l

j.∣∣∣l(T l
i ) − l(T l

j)
∣∣∣ ≤ 2αl−1wmax for α = 3

Our proof is done by induction on level l. As a base
case, we consider l = 1. The maximal load difference
between two task groups is 2wmax according to the third
property of BinaryPartition. Thus, the inequality holds
in this case.

We show that if the load difference between any two
task groups at level l = k is bounded by 2αk−1wmax, then
the load difference between two task groups at level l =

k + 1 is bounded by 2αkwmax. Let T k+1
max and T k+1

min be
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the task groups with the largest and the smallest load at
level k + 1, respectively. As the induction hypothesis,
we assume the following inequality holds.

l(p(T k+1
max)) − l(p(T k+1

min )) ≤ 2αk−1wmax (7)

Since l
(
p
(
T k

i

))
= l

(
T k

i

)
+ l

(
s
(
T k

i

))
, we have

l(p(T k+1
max)) = l(T k+1

max) + l(s(T k+1
max)) and

l(p(T k+1
min )) = l(T k+1

min ) + l(s(T k+1
min ))

Then, the above inequality (7) is rewritten as follows.(
l(T k+1

max) + l(s(T k+1
max))

)
−
(
l(T k+1

min ) − l(s(T k+1
min ))

)
≤ 2αk−1wmax

By the third property of the BinaryPartition algo-
rithm, l

(
T k

i

)
− l

(
s
(
T k

i

))
≤ 2wmax. We then have the

following.(
l(T k+1

max) + (l(T k+1
max) − 2wmax)

)
−(

l(T k+1
min ) − (l(T k+1

min ) + 2wmax)
)
≤ 2αk−1wmax

⇒ l(T k+1
max) − l(T k+1

min ) ≤ αk−1wmax + 2wmax

Since 2wmax ≤ 2αk−1wmax, we have

l(T k+1
max) − l(T k+1

min ) ≤ 3αk−1wmax

Since α = 3,

l(T k+1
max) − l(T k+1

min ) ≤ αkwmax ≤ 2αkwmax

Thus,
∣∣∣∣l (T k+1

i

)
− l

(
T k+1

j

)∣∣∣∣ ≤ 2αkwmax holds for level l =

k + 1. For m cores, we have l levels where l = log2m.
Then,∣∣∣li − l j

∣∣∣ ≤ αlog2mwmax ≤ 4log2mwmax = 2mwmax

Therefore, the lemma holds.

From Lemma 1 and Lemma 2, we show that the fol-
lowing lemma holds for the Partition algorithm.

Lemma 3. For any given two tasks τi ∈ Tl and τ j ∈ Tk,
the difference between the virtual runtime increments of
τi and τ j is bounded as follows.

|∆ri, j(λ)| ≤
1

wmin
· λ

Proof. Using Lemma 1, ∆ri, j (λ) is calculated as below.

∆ri, j(λ) =

(
1
ll
· γl −

1
lk
· γk

)
× λ

Three cases arise: (a) ll
γl
> lk

γk
. According to Lemma 2,

the load difference between the two cores is bounded by
2mwmax. Then, the following inequality holds.(

1
lk + 2mwmax

· γl −
1
lk
· γk

)
· λ ≤ ∆ri, j(λ) < 0

Since the load of any core cannot be smaller than wmin,
the following inequality also holds.(

1
lk + 2mwmax

· γl −
1

wmin
· γk

)
· λ ≤ ∆ri, j(λ) < 0

When m becomes infinity, we have the following in-
equality.

−
1

wmin
· γk · λ ≤ ∆ri, j(λ) < 0

Since 0 ≤ γk ≤ 1,

−
1

wmin
· λ ≤ −

1
wmin

· λ · γk ≤ ∆ri, j(λ) < 0

⇒ −
1

wmin
· λ ≤ ∆ri, j(λ) < 0

(b) ll
γl
< lk

γk
. Similar to Case (a), ∆ri, j (λ) is calculated as

follows.

0 < ∆ri, j(λ) ≤
(

1
wmin

· γl −
1

ll + 2mwmax
· γk

)
· λ

When m goes to infinity, we have the inequality as fol-
lows.

0 < ∆ri, j(λ) ≤
1

wmin
· γl · λ

Since 0 ≤ γl ≤ 1,

0 < ∆ri, j(λ) ≤
1

wmin
· λ

(c) ll
γl

= lk
γk

. Simply, ∆ri, j (λ) = 0.
This proves the lemma.

From Lemma 3, we prove the fairness property of our
progress balancing algorithm as below.

Theorem 5.1. For any given two tasks τi ∈ Tl and
τ j ∈ Tk, the difference between their virtual runtimes
is bounded by a constant at any given point in time t
such that: ∣∣∣ri, j(t)

∣∣∣ ≤ 1
wmin

· λ
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Proof. Since
∣∣∣ri, j (t)

∣∣∣ can have the largest value only at
the boundary of the balancing period, we consider only
t = kλ. We prove the theorem by induction on k.

As a base case, we consider k = 0. Then, the theorem
trivially holds since the virtual runtimes of all tasks are
0.

As an induction hypothesis, we assume that the the-
orem holds for t = kλ. We now show that the theorem
also holds for t = (k + 1) λ. When t = (k + 1) λ, ri, j (t) is
rewritten as follows.

ri, j((k + 1)λ) =
(
ri(kλ) − r j(kλ)

)
+ ∆ri, j(λ)

= ri, j(kλ) + ∆ri, j(λ)

We first consider the case where ri, j (kλ) ≥ 0 at
t = kλ. Due to the induction hypothesis, we simply
have ri, j (kλ) ≤ 1

wmin
λ. With ri, j (kλ) ≥ 0, ProgressBal-

ancing assures ll
γl
≥

lk
γk

. We can apply Cases (a) and
(c) of Lemma 3; we then have ∆ri, j (λ) ≥ − 1

wmin
λ and

∆ri, j (λ) < 0. Thus, we have the following inequality
for ri, j ((k + 1) λ) as follows.

−
1

wmin
· λ ≤ ri, j((k + 1)λ) ≤

1
wmin

· λ

The theorem holds in this case.
We then consider the case where ri, j (kλ) < 0. Due

to the induction hypothesis, we simply have ri, j (kλ) ≥
− 1

wmin
λ. Similarly, ProgressBalancing assures ll

γl
< lk

γk
.

We can apply Case (b) of Lemma 3; we then have
∆ri, j (λ) > 0 and ∆ri, j (λ) ≤ 1

wmin
λ. Then, we have the

following.

−
1

wmin
· λ ≤ ri, j((k + 1)λ) ≤

1
wmin

· λ

This proves the theorem.

5.4. Complexity analysis
Let n and m be the number of tasks and the number

of CPU cores in the system, respectively. Recall that
the ProgressBalancing algorithm is composed of three
steps: (1) merge-sorting n tasks, (2) partitioning them
into m task groups, and (3) calculating throttle factors
for these task groups.

The merge-sort takes O
(
n log n

)
time. The partition-

ing step can be performed in O (mn) time since the
2l−1 BinaryPartition algorithm instances are run where
l = log2m and each instance runs in O (n) time. Fi-
nally, the throttling step runs in O (m) time. As a result,
the overall time complexity of the progress balancing
algorithm is O

(
n log n + mn + m

)
, or simply O

(
n log n

)
since m is a small constant in a system.

6. Implementation and experimental evaluation

In this section, we report on the experiments we con-
ducted to evaluate the degree of fairness improved by
the proposed approach. We briefly describe our imple-
mentation of the solution approach and the experimen-
tal setup including the target system configuration and
a performance metric. We then show and analyze the
experimental results. Finally, we present the run-time
overhead incurred by our approach.

6.1. Implementation

We implemented the proposed approach into an
Ubuntu Linux distribution and conducted a series of
experiments on the system, the hardware and software
components of which are summarized in Table 2. The
system consists of eight physical CPU cores and 16GB
main memory. We used Linux kernel 3.10 as a host op-
erating system where KVM was embedded as a load-
able kernel module. We chose KVM as a hypervisor
since its source code was open and freely modifiable for
our purpose. Also, we could use a rich set of user-level
performance monitoring tools supported by KVM. We
used QEMU for instantiating guest VMs and for emu-
lating virtual I/O devices. All guest operating systems
were Linux kernel 3.10 similar to their host.

We could easily integrate the progress balancing
mechanism into the Linux kernel since it simply sub-
stituted the CFS’s load balancer. In addition, we
slightly modified the kernel functions __dequeue_
entity() and __enqueue_entity() for task
creation, blocking, sleeping and waking-up in order
to incorporate the cumulative virtual runtime into the
CFS’s per-core scheduler. In our implementation, the
Linux kernel raises an interrupt SCHED_SOFTIRQ at

Table 2. Hardware and software components of the target system.

HW
CPU

Two x86 E5506 processors (2.13GHz)
(four cores per each processor, 64-bit)

Main
16-GB DDR3

Memory

SW

Host OS
Linux kernel 3.10
Ubuntu 12.04

Hypervisor Kernel Virtual Machine (KVM)

Cloud
devstack

Mngt. SW

Guest OS
Linux kernel 3.10
Ubuntu 12.04
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(a) The Number of CPUs = 2 (b) The Number of CPUs = 4 (c) The Number of CPUs = 8

Figure 9. Comparison of rmax (t) between the unmodified CFS and our approach.

core 0 to perform the progress balancing at every bal-
ancing period λ.

6.2. Experimental setup

As a metric for evaluating fairness, we use rmax (t),
as mentioned in Section 4. We measured it with and
without our approach. To do so, we generated guest
VMs with virtual CPUs and ran an identical, synthetic
workload on each VM. To demonstrate the scalability of
our approach, we varied the number of cores by using a
CPU hot-plug feature (Raj, 2014) provided by the CPU
driver of the Linux kernel. We then measured rmax (t)
and compared it to that of CFS.

We performed a different set of experiments to real-
istically demonstrate the effectiveness and utility of the
proposed approach. In these experiments, we took sev-
eral benchmark programs from the Phoronix Test
Suite (PTS) (Media, 2014), the FFMPEG multime-
dia benchmark (FFmpeg, 2015), and the Apache web
server benchmark (ab, 2015). Finally, we also ran the
hackbench (Zhang, 2008) and kernbench (Koli-
vas, 2011) program to evaluate the run-time overhead
of the proposed approach.

6.3. Evaluating fairness

In this experiment, we generated five guest VMs,
each of which had two virtual CPUs. We let each VM
run the same synthetic CPU-intensive workload running
an infinite loop. We assigned one VM 3121 as its share

and the others 1024. We ran these VMs for 30 minutes.
To determine whether the proposed approach success-
fully scaled up, we varied the number of cores from two
to eight. Fig. 9 plots the results. The horizontal axis
denotes the elapsed time measured in milliseconds and
the vertical axis denotes rmax (t) measured in seconds.

As expected, in CFS, rmax (t) continuously increases
with time and the rate of its increment increases as
the number of cores increases. During the experiment,
rmax (t) was increased to 288.4, 311.8, and 436.8 sec-
onds when the number of cores was 2, 4 and 8, respec-
tively. These values are as much as 16.0%, 17.3%, and
24.3% of the total experiment time. In contrast, in our
approach, rmax (t) remains within a constant bound at all
times, regardless of the number of cores. The observed
rmax (t) was 4.5, 4.3, and 5.1 seconds when the number
of cores was 2, 4, and 8, respectively.

To observe the effect of the balancing period λ on
rmax (t), we varied λ to 500, 1000, and 2000 millisec-
onds, which are comparable values to CFS’s balancing
period of 1000 milliseconds. Fig. 10 shows the results.
The measured rmax (t) was 1.07, 2.15, and 3.23 seconds,
respectively. This is consistent with our intuition: a
smaller balancing period λ yields smaller rmax (t).

In order to demonstrate that our approach is
able to effectively guarantee aggregated fairness
at VM-level, we performed another experiment.
We chose several CPU-intensive benchmark test
suites from PTS: C-ray, 7-zip, himeno, and
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build-linux-kernel, the detailed information of
which is shown in Table 3. As in the previous experi-
ment, we created five guest VMs with two virtual CPUs
per VM. The first VM (labeled as VM1 in Fig. 11) was
assigned 3121 as its share and each of the remaining
VMs was 1024. We let the five VMs concurrently run
each of the benchmark test suites consecutively. We
measured the completion times of the whole bench-
marks on the five VMs and took the average of ten
test runs. Since the measured numbers are completion
times, the lower was preferred.

Fig. 11 plots the results with and without our ap-
proach. The horizontal axis denotes five different VMs
and the vertical axis denotes the measured completion
times of the benchmarks on the VMs in seconds. In
CFS, VM1 finishes about 3.8 times earlier than the other
VMs although its share is only 3.05 times larger than
those of the other VMs. In contrast, in our approach,

Figure 10. Comparison of rmax (t) with different balancing period λ.

Table 3. Benchmark description

Test Suites Descriptions

C-ray

This test suite generates 16 tasks per
core and shoots 8 rays per pixel for anti-
aliasing. It finally outputs a 1600-by-
1200 image and measures time to com-
pletion.

7-zip

This test suite emulates 7-zip archiver
and performs a series of file compres-
sions. It creates a task per core. It times
how long takes to compress a given di-
rectory.

Himemo

This test suite measures time to solve
a Poisson equation using a point-Jacobi
method. It generates 8 tasks to solve the
equation.

Build-
linux-kernel

This test suite builds the Linux kernel
3.10 in parallel with 4 tasks. It mea-
sures the total elapsed time to comple-
tion.

Figure 11. Benchmark results: Linux CFS versus progress balancing.

VM1 achieves 3.04 times shorter completion time than
the other VMs. Moreover, the four VMs that had the
same share yielded almost identical completion times
with our approach. Their standard deviations were
smaller by 84.7% than those under CFS. These results
demonstrate the enhanced multicore fairness of the pro-
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(a) FFMPEG MPEG4 encoding benchmark

(b) Apache web server benchmark

Figure 12. Comparison of rmax (t) under FFMPEG and Apache benchmark: Linux CFS versus progress balancing.

posed approach.

Finally, we ran the FFMPEG video encoding and the
Apache web server benchmark to demonstrate the de-
gree of fairness achieved by the progress balancing un-
der a workload with intensive I/O requests. As before,
we created five guest VMs of the same configuration as
the previous two experiments. We measured rmax (t) un-
der the both benchmark programs.

In Fig. 12, the dots in each plot represent rmax (t)
values. In CFS, rmax (t) continuously grows with time
whereas it remains within a small value in our approach.
The plots have upward and downward spikes at differ-
ent time points. They represent irregular cases caused
by the blockings of the virtual CPU tasks. For exam-
ple, in the FFMPEG benchmark, the tasks are blocked
due to sporadic file reads and writes for saving interme-
diate results. The Apache benchmark exhibits more

spikes than the FFMPEG benchmark since it is more
I/O-intensive with averaged CPU utilization being lower
than 10%.

6.4. Evaluating run-time overhead

In order to examine the run-time overhead incurred
by the proposed algorithm, we ran the hackbench
program. It creates a specified number of task pairs with
a nice value of 0 and lets each pair send and receive a
fixed size of data via a pipe. The benchmark measures
the time taken for all task pairs to send data back and
forth. We generated three task sets consisting of 200,
400, and 800 task pairs, respectively. We configured
the data size of 100 bytes. For each task pair, we com-
pared the total elapsed time measured under Linux with
both the legacy CFS’s load balancing and our progress
balancing. We set λ to 1000 milliseconds, which is

15



Table 4. Overall run-time overhead of the proposed approach.

# of pairs
Legacy CFS Progress Balancing

(λ=1000)

200 400 800 200 400 800

Elapsed Time (s) 18.148 84.837 359.47 18.437 86.336 366.08

Std. Dev. 0.792 0.331 10.493 0.130 0.365 7.314

Overhead (%) - - - 0.19 1.76 1.83

the same as CFS’s balancing period of 1000 millisec-
onds. Table 4 shows the results. The average run-time
overhead incurred by the proposed approach was only
0.19%, 1.76%, and 1.83% of CFS when the number of
task pairs is 200, 400, and 800, respectively.

As a separate experiment, we also measured
the throttle factors γ1, γ2, . . . , γm while running the
kernbench and hackbench program that respec-
tively represent a CPU-intensive and an I/O intensive
workload. As explained in Section 5, the Throttle al-
gorithm of the progress balancing controls the attain-
able CPU bandwidth by deriving throttle factors, which
could affect the system’s throughput. Clearly, it is bene-
ficial to obtain throttle factors closest to 1.0 to maximize
attainable CPU bandwidth. The kernbench bench-
mark creates multiple tasks that collaboratively com-
pile a small part of the Linux kernel source code. We
configured the number of tasks to be eight and sixteen
using the parallelism option of the benchmark. As be-
fore, we set λ to 1000 milliseconds. At every balanc-
ing period, we measured the throttle factors for all the
cores and took the average. The averaged throttle fac-
tors were 0.974 and 0.972 when the number of parallel
compilation tasks is eight and sixteen, respectively. We
ran the hackbench program with the same configura-
tion as above. The averaged throttle factors were 0.984,
0.981 and 0.980 when the number of benchmark task

Table 5. Average Throttle factor of the proposed approach.

kernbench hackbench

Compile Compile 200 400 800with 8 with 16 pairs pairs pairstasks tasks
Average

0.974 0.972 0.984 0.981 0.980throttle
factor

pairs is 200, 400 and 800, respectively. Table 5 summa-
rizes the result. The experimental results confirm that
the progress balancing can effectively ameliorate fair-
ness in multicore systems while incurring only the slight
loss of CPU bandwidth no greater than 2.8%.

7. Conclusion

In this paper, we proposed a progress balancing al-
gorithm for achieving multicore fairness. It works to-
gether with a per-core fair-share scheduling algorithm
and runs periodically. Specifically, at every balancing
period, it partitions runnable tasks into the same number
of task groups as the number of CPU cores in a system
and shuffles the tasks to ensure that tasks with larger vir-
tual runtimes run at a slower pace until the subsequent
balancing period.

In order to show the fairness property of the pro-
posed algorithm, we have evaluated it in both a the-
oretical and an experimental way. Our formal proof
showed that the progress balancing algorithm achieves
a constant bound, regardless of the number of tasks or
cores. The experimental results demonstrated that the
proposed algorithm yields the maximum virtual runtime
difference of 1.07 seconds, regardless of the tasks’ up-
time, whereas the Linux CFS produces an unbounded
virtual runtime difference.

There are future research directions along which the
proposed approach can be extended. First, we are look-
ing to enhance the progress balancing algorithm so that
the enhanced algorithm can handle a system with an ar-
bitrary number of cores without losing the fairness prop-
erty of the original algorithm. Second, we plan on ex-
tending the algorithm so that the extended algorithm can
cooperate with the heterogeneous architecture where the
CPU cores have different computing power. We would
then be able to consider an energy-aware multicore fair-
share scheduling. We also wish to extend our algorithm
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so that it can address different constraints such as data
locality and cache affinity as well as multicore fairness.
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