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Abstract— An FTL provides file systems with transparent access to NAND flash memory. Although many applications running 
on it require real-time guarantees, it is difficult to provide tight WCET bounds with conventional static WCET analysis since an 
FTL exhibits a large variance in execution time depending on its run-time state. Parametric WCET analysis could be an effective 
alternative but it is also challenging to formulate a parametric WCET function for an FTL program because traditional FTL 
architecture does not properly model the run-time availability of flash resources in its code structure. To overcome such a 
limitation, we propose Petri net-based FTL architecture where a Petri net explicitly specifies dependencies between FTL 
operations and the run-time resource availability. It comes with an FTL operation sequencer which derives at run-time the 
shortest sequence of FTL operations for servicing an incoming FTL request under the current resource availability. The 
sequencer computes the WCET of the request by merely summing the WCETs of only those FTL operations in the sequence. 
Our experimental results show the effectiveness of our FTL architecture. It allowed for tight WCET estimation which yielded 
WCETs shorter by a factor of 54 than statically analyzed ones. 

Index Terms—Real-time and embedded systems, software architectures, performance modeling and prediction. 
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1 INTRODUCTION
AND flash memory has been the most successful 
non-volatile memory for portable devices since the 
last decade. Most notably, NAND flash-based solid 

state disks (SSD) are rapidly replacing hard disks in mo-
bile computing environments [1], [2]. Its key success fac-
tors include high density per price, low power consump-
tion, fast read time and resistance to shock and vibration. 
However, NAND flash memory also requires sophisticat-
ed management by software because of its inability for in-
place update and weak endurance against repeated write 
operations. In order to cope with such weakness, a flash 
translation layer (FTL) [3] is needed between a NAND 
flash device driver and a legacy file system. It provides a 
file system with conventional hard disk interfaces and 
hides the idiosyncrasies of NAND flash memory. There 
has been active research effort to improve the perfor-
mance and reliability of an FTL running on a NAND flash 
memory-based storage system [4]. 

Although applications running on portable devices of-
ten require real-time guarantees, this has not been a major 
concern of FTL design until recently. As a result, there has 
been little research effort to analyze the worst-case execu-
tion time (WCET) of an FTL program. Traditionally, there 
are two approaches to WCET analysis. One is static anal-

ysis which estimates WCET based on information availa-
ble offline [5], [6]. When a program exhibits a large vari-
ance in its execution time depending on run-time states, 
static analysis tends to be pessimistic and leads to an un-
derutilized system design. The other is parametric analy-
sis which formulates WCET as a function of input varia-
bles and instantiates it at run-time [7], [8], [9], [10], [11], 
[12], [13], [14]. It generally outperforms the static one be-
cause program paths which are infeasible under given 
inputs are excluded in the WCET computation. 

The execution time of an FTL request varies signifi-
cantly depending on the run-time availability of resources 
such as the number of erased pages in a flash block. Fig. 1 
illustrates an example of such variance where execution 
times of the same type of requests vary in orders of mag-
nitude. When an erased page is available, an FTL write 
request can be serviced immediately by a single page 
program flash operation. Otherwise, the FTL operation 
first triggers garbage collection which involves a block 
erase and dozens of page reads and programs to get 
erased pages. This incurs execution time which is orders 
of magnitude larger than the former case. 

Considering that soft real-time applications such as 
media playback dominate in flash memory-based porta-
ble systems, parametric WCET estimation is more appro-
priate for an FTL program than the static one. Example 
FTL code in Fig. 2 demonstrates the effectiveness of par-
ametric analysis for computing the WCET of an FTL re-
quest. Fig. 2a gives simplified service code for an FTL 
write request with execution time being annotated with 
each statement. Among them, statement S3, which is a 
call to garbage collection, has significantly longer execu-
tion time than others. Observe that S3 executes condition-
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ally depending on the run-time availability of log pages. 
Fig. 2b shows the WCET of the code estimated by either 
static or parametric analysis. Obviously, the static analy-
sis yields a very pessimistic value of 18,351.01 since it 
cannot take into account run-time resource availability; it 
always assumes that log pages are not available and 
computes WCET which includes the execution time of S3. 
In contrast, the parametric analysis produces two differ-
ent WCETs depending on the run-time availability of log 
pages. When log pages are available, it yields much tight-
er WCET.  

In spite of such an improved accuracy, parametric 
WCET analysis is not widely used for FTL in practice due 
to the difficulty in formulating the WCETs of FTL re-
quests for a given legacy FTL program. Traditional FTL 
architecture does not properly model the run-time availa-
bility of flash resources in its code structure. Since such 
resource availability is only implicitly read and modified 
through internal flash I/O operations, it is extremely dif-
ficult to predict which FTL operations are invoked when 
an FTL request arrives at the system. 

In this paper, we propose Petri net-based FTL architec-
ture for parametric WCET analysis via FTL operation se-
quence derivation. For a given FTL request at run-time, 
our approach is capable of effectively derive the exact 
sequence of FTL operations that need to be executed un-
der the run-time resource availability. The proposed FTL 
architecture consists of three components: (1) Petri net 
models for different types of FTL requests, (2) an FTL 
program and (3) an FTL operation sequencer. A Petri net 
model is actually a parametric function which captures 
dependencies between FTL code segments and flash re-
sources. An FTL program is a collection of implemented 
FTL operations which are modeled as transitions in the 
Petri net. An FTL operation sequencer is a software mod-
ule that sits on top of the FTL program. It derives FTL 

operation sequences at run-time. 
Our FTL development process consists of two steps: (1) 

FTL modeling and (2) FTL code synthesis. In FTL model-
ing, we start from a given FTL algorithm. FTL developers 
first construct Petri net models of the algorithm by identi-
fying FTL operations, resources and their dependencies. 
An FTL operation is the non-preemptive unit of execution 
in an FTL algorithm and a resource is a logical entity that 
an FTL operation needs to consume for its execution. For 
example, ‘write a page’ is an FTL operation that needs an 
‘erased page’ as a resource. FTL operations and resources 
appear as transitions and places, respectively in a Petri 
net. In our framework, we impose some restrictions on 
the Petri net model so as to simplify the complexity of our 
operation sequence derivation algorithm used in the FTL 
operation sequencer. 

In FTL code synthesis, developers implement the iden-
tified FTL operations and integrate it with the FTL opera-
tion sequencer. According to the semantics of a Petri net, 
an FTL operation runs to completion once started because 
it has resource dependencies only at the beginning. At 
run-time, the FTL operation sequencer keeps track of the 
resource availability in the Petri net models. When a re-
quest arrives at the FTL, the sequencer derives the short-
est sequence of FTL operations for servicing the request. 
This can be performed quickly by a simple graph tra-
versal algorithm due to the restrictions we have imposed 
on the Petri nets. 

From the derived FTL operation sequence, our ap-
proach can efficiently compute a tight WCET of the FTL 
request by summing the WCETs of only those FTL opera-
tions in the sequence. We use the WCETs of individual 
FTL operations which were computed offline via an ex-
isitng WCET analysis technique. 

Our approach is particularly useful for a system where 
storage access requests are restricted via admission con-
trol for soft real-time guarantees. It can also provide addi-
tional benefits in terms of system resource usage optimi-
zation. For instance, our approach makes possible predic-
tive garabage collection. Since it estimates shorter WCET 
than a static analysis technique, a run-time system can 
reserve a longer laxity before the deadline of an FTL re-
quest. During such an interval, the FTL can perform gar-
bage collection and wear leveling so as to produce flash 
resources in advance. This effectively reduces the re-
sponse times of future FTL requests which need to con-
sume those resources. 

 
Fig. 1. Example of variation in execution times of FTL write requests 
depending on run-time resource availability. 

 

Fig. 2. Example code for servicing FTL write requests: (a) example code and WCET of each statement and (b) worst case path and execu-
tion time estimated by static and parametric analysis. 
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To validate our approach, we took a reconfigurable 
FTL algorithm presented in [15] and constructed a Petri 
net model for the algorithm. Even though we used a hy-
brid-mapped FTL for the validation, our approach can be 
applied to any FTL algorithms including fully page-
mapped algorithms since they have much simpler struc-
tures for modeling. We have implemented an FTL pro-
gram for the model and an FTL operation sequencer. We 
have performed experiments and evaluated the WCET 
estimation accuracy of the proposed approach by com-
paring it with static analysis. The experimental results 
show that our technique is very accurate in a sense that 
WCET estimated by our parametric analysis was 54 times 
shorter than the one estimated by static analysis on the 
average. 

This paper is organized as follows. Section 2 gives an 
overview of NAND flash memory and an FTL to aid in 
understanding the rest of the paper. Section 3 models the 
target system and provides an overall solution approach. 
Section 4 explains the key features of FTLs which are 
widely used in practice. Section 5 describes the FTL de-
velopment process and the FTL operation sequence deri-
vation algorithm in detail. Section 6 reports on experi-
mental evaluation. Section 7 describes related work and 
Section 8 provides our conclusion. 

2 BACKGROUND 
We briefly explain the characteristics of NAND flash 
memory and FTL as background of our work. 

2.1 NAND Flash Memory 
NAND flash memory is a type of non-volatile memory 
that can be electrically written and erased. In the rest of 
this paper, flash memory refers to only NAND flash 
memory for the sake of brevity. A flash device is orga-
nized into blocks and pages. A block typically consists of 
64 to 128 pages. A page is partitioned into data and spare 
areas. A data area in a page typically contains 2 to 8 KB of 
data while a spare area contains auxiliary information 
such as address mapping and error correction code. 

Flash memory provides software with three operations: 
read, program (or write) and erase. The unit of read and 
program is a page while the unit of erase is a block. Typi-
cal execution times of read, program and erase operations 
are 20  , 200   and 2,000  , respectively. These opera-
tions are very time-consuming because they are non-
preemptive and a CPU monitors the status of flash 
memory until their completion [16]. 

Flash memory has two unique characteristics which 
are a bit difficult to handle. First, erase-before-write refers 
to a restriction on a program operation dictating that it 
should be performed only on an already erased page. 
Second, flash memory has weak endurance against re-
peated write operations. It is known that the probability 
of a permanent error in a data cell increases drastically 
after the number of erase and program cycles exceeds a 
certain threshold. Typical thresholds for multi-level cell 
(MLC) and single-level cell (SLC) flash are 3,000 and 
100,000, respectively. It is getting worse as device design 

rules shrink and the bit density per cell gets higher. There 
are two approaches to these problems. One is to use a 
flash-aware file system on a flash device driver and the 
other is to use an FTL between a legacy file system and a 
flash device driver. The latter is more widely adopted 
where a reliable and well-proven legacy file system is 
needed without any change. 

2.2 Flash Translation Layer 
An FTL is a software layer that sits between a file system 
and a flash device driver. It hides technical details of flash 
memory and provides a file system with conventional 
block device interfaces. It performs interface translation 
and address mapping such that a sector read or write re-
quest issued by a file system is translated into a sequence 
of flash read, program and erase operations. In order to 
maximize performance, most FTLs employ log blocks 
which serve as a write buffer in flash memory. When a 
write request arrives at an FTL, data is temporarily writ-
ten into a log block and eventually merged with the orig-
inal data block via garbage collection. Since a file system 
issues read and write requests in a logical address space 
without knowing of log blocks, an FTL performs logical-
to-physical address mapping in order to service the re-
quests using log blocks. 

There have been many log block-based FTL algorithms 
developed for efficient address mapping. They include 
block associative sector translation (BAST) [17], fully as-
sociative sector translation (FAST) [18], superblock-based 
FTL [19], reconfigurable FTL [15] and Janus-FTL [20]. 
Among them, BAST is a representative one. In BAST, a 
log block is associated with exactly one data block. Fig. 3 
shows an example of address mapping in BAST where a 
flash block consists of four pages. Initially, logical pages 
L0~L3 are sequentially mapped to physical pages P0~P3 
as shown in Fig. 3a. In order to service write requests for 
L1 and L2, the FTL allocates physical block 1 as a log 
block associated with logical block 0. Then it writes data 
into the log block and invalidates the corresponding pag-
es in the original data block. The resultant address map-
ping is shown in Fig. 3b. 

When log blocks are exhausted, an FTL reclaims inval-
idated pages through garbage collection. As a result, val-
id pages in data and log blocks are merged together into a 
new empty block and old blocks are erased. Because gar-

Fig. 3. Address mapping in BAST FTL where (a) initially logical pages 
L0~L3 are sequentially written in physical block 0 and (b) write re-
quests for L1 and L2 are performed on a log block (physical block 1). 
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bage collection takes long time - up to hundreds of milli-
seconds, the execution time of a write request heavily 
depends on the run-time availability of flash resources 
such as free log blocks. 

3 TARGET ARCHITECTURE AND OVERALL 
SOLUTION APPROACH 

In this section, we model the layered target architecture 
and define the execution entity of each layer. We then 
give the overview of the solution approach. 

3.1 Target Architecture 
We model the software architecture of the target system. 
It consists of four software layers from the bottom: a flash 
device driver, an FTL, a file system and applications. 
They are strictly layered such that each layer is dependent 
only on the immediately lower layer and there are no 
upward dependencies. Fig. 4 illustrates the target system 
and interfaces between the layers. 

Applications issue read and write requests to the file 
system by invoking system calls such as sysRead and sys-
Write. In turn, the file system services the system calls by 
issuing block I/O requests to the underlying FTL layer. 
We call them FTL requests. Representative FTL requests 
are ‘read’ and ‘write.’ They read and write a data block 
from and to flash memory, respectively. Another type of 
FTL request is ‘flush cache.’ It evicts all the data cached in 
the FTL to flash memory. 

While servicing an FTL request, the FTL invokes a se-
ries of FTL operations. An FTL operation is the unit of 
execution in FTL. It runs non-preemptively to maintain 
the consistency of internal flash resource states. While a 
task is executing an FTL request, another task can be 
scheduled between two subsequent FTL operations as 
long as it does not initiate a new FTL request. Typical FTL 
operations are ‘read a page,’ ‘write a page,’ ‘garbage col-
lection’ and ‘wear leveling.’ Additional types of opera-
tions can be added to this list depending on a given FTL 
algorithm. 

Finally, an FTL operation invokes flash operations 
provided by the underlying flash device driver in order to 
access raw flash memory. There are three types of flash 
operations: ‘read,’ ‘program’ and ‘erase.’ 

3.2 Overview of the Proposed Solution 
For a system layered as above, we aim to design FTL ar-
chitecture that enables the parametric estimation of the 
sequence of FTL operations for servicing a given FTL re-
quest. We also propose a development process which 
allows developers to explicitly model dependencies be-
tween FTL operations and the availability of flash re-
sources using a Petri net. We adopt a Petri net as our 
modeling language because it has a sufficient expressive 
power for describing resource production and consump-
tion relationships of an FTL [21]. 

Fig. 5 shows the three components of the proposed ar-
chitecture: (1) Petri net models of FTL requests, (2) an FTL 
program and (3) an FTL operation sequencer. The Petri 
net models specify dependencies between FTL operations 
and resources. Resources are logical entities that an FTL 
operation needs to consume for its execution. Resources 
common in most FTLs are ‘log pages’, ‘log blocks’ and 
‘free blocks.’ Additional types of resources can be added 
to this list depending on a particular FTL algorithm. Re-
sources are produced and consumed by FTL operations. 
When a required resource is not available, an FTL opera-
tion waits for other FTL operations to produce it. For ex-
ample, ‘write a page’ needs a ‘log page’ for its execution. 
If a log page is not available, it must wait for another FTL 
operation ‘garbage collection’ to produce one. The pro-
duction and consumption relationships between re-
sources and FTL operations are specified in a Petri net 
model. 

In FTL modeling, we impose two restrictions on our 
Petri net models in order to reduce the run-time complex-
ity of our operation sequence derivation algorithm. First, 
there must be at most one FTL operation that produces 
each type of resource. Second, each FTL operation must 
be executed at most once for an FTL request. As will be 
explained in Section 5.2, these restrictions allow our algo-
rithm to compute the shortest sequence of FTL operations 
for servicing an FTL request via simple graph traversal 
instead of exhaustive state space search. 

The operation sequencer derives the sequence of FTL 
operations that service a given FTL request and computes 
the WCET of the request. The run-time behavior of the 
FTL operation sequencer is shown in Fig. 6. The sequenc-
er keeps track of run-time resource availability and main-

 
Fig. 4. Layered structure of the target system. Fig. 5. Component structure of the proposed FTL architecture. 
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tains it in Petri net models. When an FTL request arrives 
at the FTL, the sequencer traverses a Petri net in depth-
first order. During the traversal, it collects required re-
sources and visits FTL operations which will produce 
those resources. The FTL operations found in this tra-
versal will service the given request. The sequencer ar-
ranges them into a sequence such that all the required 
resources for an FTL operation are made available by its 
predecessors. The WCET of the request can be easily 
computed by summing up the WCETs of the individual 
FTL operations in the sequence because they are consecu-
tively executed without interruption. The WCET of an 
FTL operation is pre-computed via a static analyzer. 

The overall development process for an FTL is illus-
trated in Fig. 7. It conists of two steps: (1) FTL modeling 
and (2) FTL code synthesis. In the FTL modeling step, 
developers construct Petri net models for different types 
of FTL requests. They identify FTL operations by extract-
ing non-preemptive units of execution from features pro-
vided by the given FTL algorithm. Then they identify 
resources by examining pre- and post-conditions of the 
FTL operations. The identified operations and resource 
types are respectively mapped to transitions and places of 
a Petri net along with their production and consumption 
relationships. 

In the FTL code synthesis step, developers implement 
FTL operations in their Petri net models. The implement-
ed FTL operations collectively compose an FTL program. 
Any conventional Petri net tool may help in this step via 
automatic code generation and verification. Finally, de-
velopers integrate the FTL operation sequencer provided 
by our framework with the FTL program and the Petri net 
models. This yields a single executable image. 

4 KEY FEATURES OF FTL ALGORITHMS 
In order to aid in understanding the FTL modeling step, 
we present key features common to most FTL algorithms 
used in practice. They are address mapping, garbage col-
lection and wear leveling.  

4.1 Address mapping 
A file system operates with an illusion of contiguous and 
re-writable blocks provided by an FTL. To make this 

happen, an FTL performs address mapping which trans-
lates a sector number given by a file system into a tuple 
(physical block number, page number). In FTL, physical 
blocks in flash memory are classified into four types de-
pending on their roles: data blocks, log blocks, meta-
blocks and free blocks. Log blocks are write buffers for 
data blocks and metablocks are used for storing mapping 
tables. 

Address mapping algorithms used in an FTL can be 
characterized by two parameters N and M. An FTL maps 
a group of N logical blocks to a group of N data blocks, 
which are in turn mapped to a group of M log blocks. In 
BAST [17], N and M are both one and thus a log block is 
associated with only one logical block. At the other end of 
the spectrum, FAST [18] is an FTL in that N is the total 
number of logical blocks so that a log block is associated 
with any logical block. Superblock-based FTL [19] and 
reconfigurable FTL [15] lie between the two extreme cases. 

When a write request is issued for a logical block, the 
FTL writes the data into a log page and invalidates the 
original one. If there are no available log pages, a new log 
block is allocated from a free block pool for the associated 
log block group. When the free block pool is empty, gar-
bage collection is triggered so as to merge log blocks and 
data blocks for reclaiming free blocks. 

An FTL maintains three mapping tables. First, the data 
block mapping table (DBMT) maps a logical block to a 
data block. Second, the log block mapping table (LBMT) 
maps a data block group to a log block group. Finally, the 
log page mapping table (LPMT) maps an offset in a logi-
cal block to a page in the associated physical block. Fig. 8 

 
Fig. 6. Run-time behavior of the FTL operation sequencer. It uses a 
Petri net model to derive the shortest sequence of FTL operations 
for servicing a given FTL request under the run-time resource avail-
ability. 

 
Fig. 7. Overview of the proposed FTL development process: FTL 
modeling and FTL code synthesis. 

 
Fig. 8. Mapping algorithm and three mapping tables used for ad-
dress translation in an FTL. 
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shows a typical mapping algorithm and three mapping 
tables used for address translation in an FTL. These map-
ping tables are stored in metablocks. Updates to a map-
ping table are also buffered in a metadata log blocks. 

Among three mapping tables, LPMT is most frequent-
ly updated since any single page program operation mod-
ifies it. This incurs a high run-time overhead and fast 
wear-out due to the repeated updates of LPMT in flash 
memory. Thus, deferred update is preferred in practice. 
An FTL classifies a log block group into either active or 
inactive based on temporal locality. Then LPMT updates 
to an active group are cached in RAM and flushed later 
when the group becomes inactive. In order to preserve 
consistency, LPMT has to be reconstructed in RAM every 
power-on initialization. 

4.2 Garbage Collection 
Garbage collection reclaims space occupied by invalid 
pages by merging and erasing them into a clean free 
block. A garbage collection algorithm is characterized by 
its victim selection algorithm. Many such algorithms have 
been developed in the literature including least-recently-
used, least-expected-cost and the more delicate combina-
tion of two. 

There are two types of garbage collection: (1) compac-
tion and (2) merge. In compaction, valid pages in one or 
more log blocks are copied to a free block to create at least 
one erased page. In merge, valid pages in a data block 
and the associated log blocks are copied to free blocks to 
create at least one free block. There are three cases for the 
merge operation: full, partial and switch. Full merge re-
claims all the log blocks in a group and the associated 
data blocks. Partial merge reclaims only a subset of log 
blocks in a group with the associated data blocks. Switch 
merge simply erases a data block and swaps it with the 
associated log block. It can be triggered only when all the 
pages in the data block is invalidated. 

4.3 Wear Leveling 
Wear leveling aims to balance block erase counts uni-
formly over entire blocks in flash memory. It can effec-
tively enhance the reliability of a flash-based system by 
deferring bad block occurrences. For wear leveling, an 
FTL classifies a flash block into either young or old, de-
pending on its relative erase count. 

There are two complementary types of wear leveling: 
(1) dynamic and (2) static. Dynamic wear leveling is per-
formed when an FTL allocates a log block to a data block. 
Specifically, an FTL tries to select a young free block for 
hot data and an old free block for cold data. Static wear 
leveling is also performed at log block allocation time, 
particularly when difference between the erase counts of 
the youngest data block and the selected free block ex-
ceeds a certain threshold. An FTL moves the contents of 
the data block to the free block and recycles the data 
block as a free block. This approach is particularly useful 
when a data block contains static read-only data such as 
executable code. 

5 FTL MODELING AND CODE SYNTHESIS 
In this section, we formally define our Petri net model in 
the context of FTL. We then explain FTL modeling and 
code synthesis. 

5.1 Petri Net Model and FTL  
A Petri net is defined as four-tuple ( , , , )PN P T F W= . P  is 
a set of places where a place represents a particular type 
of resource. T  is a set of transitions where a transition 
denotes an FTL operation. Places and transitions are con-
nected to each other via a set of arcs ( ) ( )F P T T PÍ ´ È ´ . 
Each arc has a weight defined by :W F ®¥  where ¥  is 
a set of natural numbers. Input and output transitions of 
place p  are defined as { | ( , ) }p t T t p F= Î Îg  and 

{ | ( , ) }p t T p t F= Î Îg , respectively. Similarly, the input 
and output places of transition t  are defined as 

{ | ( , ) }t p P p t F= Î Îg  and { | ( , ) }t p P t p F= Î Îg , respec-
tively. We define two special places ap  and tp  in P . 
They denote the arrival and the termination of an FTL 
request, respectively. 

A place may contain a limited number of tokens, 
which represent the available resources of a correspond-
ing type. A marking of a Petri net is a mapping denoted 
by :M P ®¥ . It defines the number of tokens in each 
place. We particularly define the arrival marking as any 
marking aM  which satisfies ( ) 1a aM p =  and ( ) 0a tM p = . 
Similarly, we define the terminal marking as any marking 

tM  which satisfies ( ) 0t aM p =  and ( ) 1t tM p = . aM  and 
tM  denote the markings at the times of arrival and termi-

nation of an FTL request, respectively. 
We explain the execution rule of a Petri net. In given 

marking M , transition t  is said to be enabled if 
, ( ) (( , ))p t M p W p t" Î ³g . An enabled transition can be 

executed, but not necessarily. In the context of FTL, an 
enabled transition corresponds to an FTL operation which 
can be executed without waiting for any other FTL opera-
tion to produce some resources. When an enabled transi-
tion is executed, tokens are consumed from its input plac-
es and produced into its output places. As a result, the 
Petri net’s marking is modified as follows. 

· For executed transition t , 
- for every p tÎg , ( )M p  is decreased by 

(( , ))W p t ; 
- for every q tÎ g , ( )M q  is increased by (( , ))W t q . 

t
i jM M¾¾®  denotes that marking iM  is changed to jM  

by the execution of transition t . Similarly, 0
L

nM M¾¾®  
denotes a sequence of transitions 1 2( , , , )nL t t t= L  such that 

1 2
0 1

tt t n
nM M M¾¾® ¾¾¾® ¾¾¾®L . We particulrly refer to L  as a 

feasible sequence if L
a tM M¾¾® . For a given arrival mark-

ing, a Petri net is said to be feasible if there exists a feasi-
ble sequence. 

A Petri net is graphically represented as shown in Fig. 
9a. A place and a transition are represented as a circle and 
a rectangle, respectively. An arc is represented as an ar-
row associated with its weight. A weight is usually omit-
ted if the value is one. Finally, a token is represented as a 
small solid circle within a place. Fig. 9b shows an example 
Petri net with its marking in which transition 1t  is ena-
bled. The execution of 1t  modifies the Petri net’s marking 
as shown in Fig. 9c. 
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5.2 FTL Modeling 
For a given FTL algorithm, developers construct Petri 
nets by identifying FTL operations and resources and 
map them into transitions and places of the Petri nets. 
FTL operations are identified through the analysis of FTL 
features explained in Section 4. Recall that an FTL opera-
tion is defined as the non-preemptive unit of execution in 
FTL which consumes and produces particular types of 
FTL resources. An identification of an FTL operation is 
correct as long as it is consistent with this definition. For 
example, ‘write a page,’ ‘allocate a new log block’ and 
‘make a log block group active’ can be identified as FTL 
operations for address mapping. ‘Garbage collection’ and 
‘wear leveling’ are other FTL operations common in most 
FTL algorithms. 

When identifying an FTL operation, developers must 
carefully examine its pre- and post-conditions so as to 
determine FTL resources consumed and produced by that 
FTL operation. A resource type is then mapped to a place 
in a Petri net. A place falls into either one of three catego-
ries in our approach: (1) physical object in flash memory, 
(2) execution permission on an FTL operation and (3) ar-
rival or termination of an FTL request. 

 
· Physical objects 

The availability of physical objects in flash memory 
such as flash blocks and pages serves as pre- and post- 
conditions of an FTL operation. Examples include dif-
ferent types of flash blocks such as data blocks, log 
blocks and free blocks. An FTL operation may con-
sume one type of resource and produce another. For 
example, a garbage collection operation consumes a 
log block and produces free blocks. We define two dis-
tinct places in a Petri net for representing log blocks 
and free blocks. 
 
· Execution permission 

Some FTL operations need permission for its execu-
tion. For example, when the deferred LPMT update 
technique is used, a page write operation can be exe-
cuted only if the target log block group is in the active 
state. We define a place in a Petri net for representing 
the active state of the log block group since it serves as 
a pre-condition of the page write operation. The place 
may contain at most one token, which indicates that 
the group is in the active state. 
 
· Arrival and termination of an FTL request 

We define two places to respectively denote the arri-
val and termination of an FTL request in a Petri net. 
They help simplify the formulation of the operation 
sequence derivation algorithm as will be shown in 
Section 5.4. When an FTL request arrives, a token is 
produced at the arrival place. When an FTL request is 
fulfilled, a token is produced at the terminal place.  
 
In our approach, an FTL operation sequencer com-

putes a sequence of FTL operations for servicing an FTL 
request at run-time. This involves reachability analysis 
which is known to be PSPACE-hard for general Petri nets 
[22]. There have been many approaches to coping with 
such complexity by imposing restrictions on Petri nets. 
Specific restrictions are dependent on the characteristics 
of the target system. Examples include well-formed Petri 
nets [23], S3PR [24], resource control nets [25] and Work-
Flow nets [26], to name a few. Although those Petri nets 
may have a less expressive power than an ordinary one, 
the complexity of reachability analysis can be significant-
ly reduced. We also impose two restrictions on the Petri 
net for an FTL request. They are given below. 

 
(R1) There must be at most one input transition for 

each place. 
(R2) Each transition must be executed at most once for 

an FTL request. 
 
These restrictions contribute to the simplification of 

our run-time algorithm. In an ordinary Petri net without 
Restriction R1, there may exist place p  which has more 
than one input transistion. If p  has k  input transitions, 
there are as many different paths in producing a token in 
p  in the state space. If there are m  places and each place 

has at most k  input transitions, we need to enumerate 
mk  paths to find the shortest sequence of transitions. Due 

to Restriction R1, we can avoid such explosive path enu-
meration. Restriction R2 guarantees that a transition ap-
pears in a feasible sequence at most once. For a given Pe-
tri net, it bounds the length of a feasible sequence by the 
number of transitions in the Petri net and thus gaurantees 
the termination of our FTL operation sequence derivation 
algorithm. 

Petri nets contstructed by FTL developers shall strictly 
satisfy the restrictions. We provide FTL developers with 
guidelines for transforming an ordinary Petri net into one 
satisfying the restrictions. For Restriction R1, we dupli-
cate places which have multiple input transitions so that 
each place has only one input transition. For given Petri 
net ( , , , )PN P T F W= , the transformation rule for Re-
striction R1 is given below  

 
· For each place p PÎ  such that 1p >g , 

- add null transition pt  to T ; 
- for each transition it pÎg , (1) add place ip  to 

P , (2) replace arc ( , )it p  with ( , )i it p  in F  and 
(3) add unit weight arc ( , )i pp t  to F ; 

- add arc ( , )pt p  to F  and define its weight as 
ptg . 

 

 
Fig. 9. Graphical notation of Petri net: (a) symbols, (b) example 
Petri net with enabled transition t1 and (c) the same Petri net after 
t1 is executed. 
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Fig. 10a shows an example transformation. The origi-
nal Petri net has place p  which has two input transitions 

1t  and 2t . In the transformed Petri net, 1t  and 2t  pro-
duce tokens into different places 1p  and 2p , respectively 
and the tokens are gathered later into p  by the null tran-
sition. 

For Restriction R2, we augment a given Petri net so 
that each transition is executed at most once for servicing 
a given FTL request. For given Petri net ( , , , )PN P T F W= , 
the transformation rule for Restriction R2 is given below.  

 
· Add null transition nt  to T  and unit-weight arc 

( , )a np t  to F . 
· For each transition it TÎ , add limiter place il  to P  

and unit-weight arcs ( , )i il t  and ( , )n it l  to F . 
 
A limiter is a special place which effectively controls 

the execution of its associated transition. A limiter can 
hold a token only once for each FTL request when the 
arrival place is marked. In Fig. 10b, the original Petri net 
has transition 1t  which can be executed twice. In the 
transformed Petri net, 1t  may be executed when its limit-
er is marked. Note that after a given FTL request has been 
serviced, all unconsumed tokens in limiters must be 
cleaned for the correct handling of the next incoming FTL 
request. This is done by the FTL operation sequencer. 

There is slight inefficiency in a transformed Petri net. 
First, it may produce tokens which are not immediately 
needed for servicing the current FTL request. Fortunately, 
such tokens can be used in subsequent FTL requests. For 
example, in the transformed Petri net of Fig. 10a, two to-
kens are produced in p  as a result of executing 1t , 2t  
and pt  while only one token is needed by 3t . Because the 
unused tokens are preserved in p  anyway, the FTL op-
eration sequencer need not execute 1t , 2t  and pt  again 
for the next FTL request. 

Second, a transformed Petri net becomes slightly big-
ger than the original one. For R1, (| |)mO P  places, 

(| |)mO P transitions and (| |)mO P  arcs are added into the 
original Petri net where mP PÍ  is a set of places which 
has multiple input transitions. For R2, O(| |)T  places, one 
transition and O(| |)T  arcs are added into the original 
Petri net. In practice, the increased overhead is marginal 
since | |mP  and | |T  are small integers. 

We show the time complexity of performing the two 
transformations. For R1, a constant number of steps are 
executed for input transitions of every place. Considering 
the number of input transitions of a place is bounded by a 
small constant in practice, the transformation for R1 runs 
in (| |)O P . On the other hand, the transformation for R2 
runs in (| |)O T  since a constant number of steps are exe-
cuted for every transition. As these transformations are 
performed offline, they do not incur any run-time over-
head. 

Once a Petri net of an FTL request is constructed, de-
velopers must assure that there exists a feasible sequence 
for any arrival marking. This property can be verified 
offline via liveness analysis [21]. Although it is as hard as 
reachability analysis, there are well known techniques for 
reducing its complexity. They include property-

preserving Petri net reduction methods based on graph 
theory [27] and linear algebra [28]. They also include state 
space reduction methods based on partial ordering of 
places and transitions [29], [30], [31]. Conventional Petri 
net tools may help this process via automatic model veri-
fication [32], [33], [34]. Developers must revise their Petri 
net if it does not have any feasible sequences. 

5.3 FTL Code Synthesis 
FTL developers implement an FTL program using con-
structed Petri net models. Any conventional Petri net tool 
and method may be used to help in this process via au-
tomatic code generation [33], [35]. A code skeleton for a 
Petri net is generated and resources are mapped to pro-
gram variables that denote the availability of the re-
sources. FTL operations are manually implemented. 

Fig. 11 shows an example implementation of the 
‘writePage’ FTL operation. Two source files are generated 
in the C++ language for writePage and its input and out-

 
Fig. 10. Transformation of Petri nets for (a) Restriction R1 and (b) 
Restriction R2. 

 
Fig. 11. Example of FTL synthesis: writePage FTL operation is im-
plemented from a given Petri net model. 
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put resources. Resources are defined in the FTL.h file as 
integer member variables of class Resource. Member func-
tion writePage() of class FTL is directly invoked by the FTL 
operation sequencer. It retreives a set of variables re-
quired for its execution: physical block number pbn, phys-
ical page number ppn and input data buffer buf. Then it 
issues the ‘page program’ flash operation by calling pro-
gram() provided by the underlying flash device driver. 
Finally, it updates the resource availability as a result of 
the FTL operation. 

After implementation, each FTL operation’s WCET is 
computed by a conventional static WCET analyzer. Code 
for the FTL operations is linked with the FTL operation 
sequencer. This yields a single executable image. 

5.4 FTL Operation Sequence Derivation Algorithm 
We present the operation sequence derivation algorithm. 
The inputs to the algorithm are as follows. 

 
(1) Petri net PN  of each FTL request 
(2) Terminal place tp PÎ  
(3) Arrival marking aM  
 
Our algorithm computes the optimal sequence among 

feasible ones. Optimal sequence *L  is a feasible sequence 
such that * LLT TÍ  for any feasible sequence L  where LT  
is the set of distinct transitions that appear in sequence L . 
Note that * LLT T£  holds due to Restriction R1. 

Existing algorithms related to this problem rely on 
reachability analysis but they are not eligible for run-time 
use since it is a hard problem for general Petri nets [22]. 
Since we impose the two restrictions on our Petri net 
model, as explained in Section 5.2, we can solve the prob-
lem using a simple graph traversal algorithm instead of 
exhaustive state space search. The time complexity of the 
graph traversal algorithm is linear to the Petri net size, 
T F+ . Since a Petri net size is a small constant between 

10 and 30 for a typical FTL algorithm, our linear time al-
gorithm serves well for our purpose. 

Psuedo code for the algorithm is shown in Fig. 12. It 
traverses a Petri net in depth-first order and uses stack S  
to store resources to be produced. It iteratively identifies 
an FTL operation that will produce the resource on the 

top of the satck and add it into list K  as an output of the 
algorithm. 

At initialization, terminal place tp  is added to S . Line 
4~15 is the main loop body of the algorithm. In line 6, the 
algorithm picks transition t  which produces the resource 
on the top of S . If t  is enabled in current marking M , it 
is appended to K  in line 9. Otherwise, the resources that 
t  needs are added to S . The loop exits when S  be-
comes empty and the algorithm returns K  as an output. 

In order to prove that the algorithm computes an op-
timal sequence for our Petri net model, we first define the 
following notation. For given arrival marking aM , the 
resource demand of transition t  is denoted by 

( ) { | ( ) (( , ))}aRD t p t M p W p t= Î <g . It is the set of places in 
which tokens must be produced for enabling t . Similarly, 
we define the resource demand of feasible sequence L  as 

( ) ( ( )) { }t L tRD L RD t pÎ= U U . Then the following lemma 
holds. 

 
Lemma 1. If there exists resource ( )p RD LÎ , then transition 

t  such that t pÎg  is always included in L . 
 

Proof. In order to execute every transition in L , a token 
must be produced in p  by some transition of L . t  is 
such a transition and the only one due to Restriction 
R1. Thus, t  must be included in L . □ 
 

Lemma 2. The FTL operation sequence derivation algorithm 
computes a feasible solution if one exists. 
 

Proof. Since our Petri net is guaranteed to have a feasible 
solution by offline analysis, we safely assume that the 
“if” part holds true. We first show that K

aM M¾¾¾®  is a 
loop invariant where M  and K  are variables used in 
the algorithm. We then show that M  is a terminal 
marking when the loop exits. 

Initialization: Prior to the first iteration, K
aM M¾¾¾®  

holds because M  equals to aM  and K  is an 
empty sequence. 

Maintenance: If K
aM M¾¾¾®  holds at the beginning 

of an iteration, it also holds at the end of the it-
eration. This is because K  and M  are modified 
in line 8~9 such that transition t  is appended 
at the end of K  and M  is transformed by t . 

Termination: When the loop exits, tt pÎg  is includ-
ed in K . This is because (1) tp  is at the bottom 
of stack S  of places since the algorithm has put 
it into S  initially, (2) when the place on top of 
S  is removed, its input transition is added to 
K  and (3) the loop exits when S  becomes 
empty. Thus, M  is a terminal marking when 
the loop exits. Because K

a tM M¾¾¾®  holds, the al-
gorithm computes a fesasible solution. □ 

 
For sequence L , let LT  be a set of distinct transitions 

which appear in L . Similarly, for stack of places S , let 
SP  be a set of distinct places contained in S . We prove 

the optimality of the algorithm as below. 
 
 

 
Fig. 12. FTL operation sequence derivation algorithm. 
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Theorem 1. The FTL operation sequence derivation algorithm 
computes an optimal solution. 
 

Proof. Let *L  be an optimal sequence. We first show that 
*K LT TÍ  and *( )SP RD LÍ  are two loop invariants 

where K  and S  are variables used in the algorithm. 
We then show that K  is an optimal solution when the 
loop exits using lemma 2. 

Initialization: Prior to the first iteration, *K LT TÍ  
holds since K  is an empty sequence. Also, 

*{ } ( )S tP p RD L= Í  holds by the definition of 
RD . 

Maintenance: If *K LT TÍ  and *( )SP RD LÍ  hold at 
the beginng of an iteration, they also hold at the 
end of the iteration. The first invariant holds 
because (1) *( )p RD LÎ  holds in line 5, (2) *t LÎ  
holds in line 6 by lemma 1 and (3) t  is the only 
one added to K  in line 9. The second invariant 
holds because only ( )RD t  is added to S  in line 
15 which must be included in *( )RD L  by defini-
tion. 

Termination: When the loop exits, *K LT TÍ  still 
holds. Also, * KLT T£  because K  is a feasible 
solution by lemma 2. Thus, we conclude that K  
is an optimal solution. □ 

 
We show the time complexity of the algorithm. Be-

cause of Restriction R2, the length of a solution cannot 
exceed T . Thus, the if-block in line 7~10 is taken T  
times in the worst case. Also, since the preconditions of 
each transition is examined once, the else-block in line 
11~15 is executed F  times in the worst case. As a result, 
our algorithm runs in ( )O T F+ . 

6 EXPERIMENTAL EVALUATION 
To validate our approach, we took a reconfigurable FTL 
[15] as our input algorithm and constructed Petri net 
models for it. This algorithm provides a file system with 
three request types: ‘write,’ ‘read’ and ‘flush cache.’ We 
focus only on the ‘write’ request in this section. Other 

types of requests can be easily modeled; for example, the 
‘flush cache’ request is represented as an iteration of write 
requests and the ‘read’ request is simply modeled with a 
few page read operations. 

The Petri net model constructed from the reconfigura-
ble FTL algorithm is shown in Fig. 13. Its FTL operations 
and resources are summarized in Tables 1 and 2, respec-
tively. In our Petri net, ‘writtenPage’ is the terminal place. 
Note that we deliberately omit FTL operations and re-
sources we added for Restriction R2 and the arrival place, 
for the sake of brevity.  

We have implemented an FTL program from the mod-
el and experimentally evaluated its estimation accuracy. 

 
Fig. 13. Petri net model for write request of the reconfigurable FTL 
algorithm. 

TABLE １. FTL OPERATIONS IDENTIFIED FROM THE RECON-
FIGURABLE FTL ALGORITHM 

Features FTL operations 
Number of flash operations 

executed 
Read Program Erase 

Address 
transla-

tion 

t1: write a page 
(writePage) 0 1 0 

t2: make active state 
(makeActive) 0 1 0 

t3: make inactive state 
(makeInactive) 0 1 0 

Garbage 
collection 

t4: erase a free block 
(erase) 0 0 1 

t5: erase a free 
metablock 
(eraseMeta) 

0 0 1 

t6: data block garbage 
collection (gc) 64 65 1 

t7: metablock garbage 
collection (gcMeta) 63 63 1 

Wear 
leveling 

t8: datablock wear 
leveling (wl) 64 65 1 

t9: metablock wear 
leveling (wlMeta) 64 65 1 

 

TABLE ２. RESOURCES IDENTIFIED FROM RECONFIGURABLE 
FTL ALGORITHM 

Categories Resources 

Physical objects 

p1: old free block (oldFBlk) 
p2: young free block (youngFBlk) 
p3: clean free block (cleanFBlk) 
p4: old free metablock (oldFMetaBlk) 
p5: young free metablock (youngFMetaBlk) 
p6: clean free metablock (cleanFMetaBlk) 
p7: free log page (freeLogPage) 
p8: free metapage (freeMetaPage) 

Execution permission p9: is in active log group (isActiveLgrp) 
p10: active log group slot (activeLgrpSlot) 

Arrival and termina-
tion 

p11: request arrival (requestArrival) 
p12: written page (writtenPage) 

 
TABLE ３. HARDWARE AND SOFTWARE COMPONENTS OF 

THE TARGET SYSTEM 

Hardware 

CPU S3C6410(ARMv11JZF-S) 
Clock 200MHz 

Main memory 128MB SDRAM 

Flash memory 1MB NOR flash (for boot) 
1GB NAND flash 

Software 

Operating 
system Linux version 2.6.29 

NAND flash 
driver 

Memory Technology Device 
(MTD) 

File system FAT 
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We first discuss about the experimental setup and then 
report on the experimental results. 

6.1 Experimental Setup 
We have implemented the FTL into the Linux kernel 
which ran on an ARM-based evaluation board designed 
for portable device development. The hardware and 
software components of the target system are shown in 
Table ３. We used NAND flash memory whose page size 
is 4 KB and a block contains 64 pages. The WCETs of flash 
operations are given as Tread=25 ㎲, Tprogram=700 ㎲ and 
Terase=2000 ㎲ in the accompanying data book [36]. We 
have used an FAT file system since it is widely used in 
portable devices. 

For our experiments, we needed a sequence of write 
requests which would be issued to the FTL. In order to 
synthesize a realistic test sequence, we have used “iozone.” 
It is a file system benchmark tool and capable of generat-
ing a sequence of write system calls [37]. Such system 
calls were processed by the FAT file system and eventual-
ly write FTL operations were generated to the FTL.  

We have run our FTL with a test sequence and com-
puted the WCETs of FTL request instances. We compared 
them with statically estimated WCETs to show that our 
framework yielded tight WCETs. As we observed that the 
execution of flash operations dominated the overall exe-
cution time of an FTL request, we chose to approximate 
the WCET of an FTL request by summing up the WCETs 
of only flash operations. 

For our approach, we computed the approximated 
WCET of an FTL request as follows. First, we determined 
the maximum number of executions of each flash opera-
tion for servicing an FTL operation. The result of this step 
is summarized in Table １ . Second, we obtained the 
WCET of an individual flash operation from the hard-
ware model of flash memory. Third, we combined them 
to yield the WCET of each FTL operation. Finally, these 
values were used to compute the WCET of the FTL re-
quest. 

In our FTL, the ‘write’ request may trigger up to nine 
different types of FTL operations, as summarized in Table 
１.  Let Ti be the WCET of FTL operation ti   defined in 
Table １. Let ci be the appearance count of ti in the de-
rived sequence for a given ‘write’ request instance. The 
parametric WCET is computed as below. 

·  
 
In the static analysis of our FTL, WCET occurs when it 

takes sequence (wlMeta, eraseMeta, gcMeta, makeInactive, 
makeActive, gc, wl, erase, writePage). In this sequence, read, 
program and erase flash operations are executed 255, 
261 and 6 times, respectively. The static WCET is com-
puted as below. 

·  

In order to evaluate the degree of overestimation, we 
compared the estimated WCETs with the actual execution 
times. The actual execution times are computed from the 

execution trace of our FTL. For each FTL request, the 
number of flash operations executed for servicing the re-
quest was counted. We combined the execution counts 
with the WCETs of individual flash operations to yield 
the actual execution time of an FTL request.  

6.2 Measuring Estimation Accuracy 
Fig. 14 shows (1) WCETs estimated by our approach, (2) 
WCETs estimated by the static analysis and (3) actual 
execution times. They are shown in dots, a solid line and 
diagonal crosses, respectively. The horizontal axis repre-
sents the number of the accumulated write requests in the 
test sequence while the vertical axis does WCETs in a log 
scale.  

We can observe that our WCET is much smaller than 
that of the static analysis. We can also see that our WCET 
gets larger as the file system is more occupied via a se-
quence of write system calls while the static WCET re-
mains unchanged regardless of the internal states of flash 
memory. Our WCET is very small on the average com-
pared to the static WCET since most of the requests are 
serviced only with a single page program operation. The 
average WCET is 3,808 ㎲ which is 54 times shorter than 
the static WCET. It is only 1.3 times larger than the actual 
execution times. 

In our approach, smaller Petri nets are preferred be-
cause the time complexity of our operation sequence der-

 
Fig. 14. The approximated WCETs estimated by parametric and 
static analysis. 

 
Fig. 15. Petri net models reduced by merging nodes of our Petri net 
model: (a) the metablock-related nodes are merged, (b) free block-
related nodes are merged and (c) log block group-related nodes are 
merged. 
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ivation algorithm is linear to the Petri net size. However, 
there is a trade-off involved between the estimation accu-
racy and the Petri net size. This is because the WCET of 
an FTL operation becomes pessimistic as the Petri net is 
modeled at the coarse granularity. Thus, a large Petri net 
size can be compensated by lowering the expected esti-
mation accuracy and low estimation accuracy can be 
compensated by modeling the Petri net at the fine granu-
larity.  

To show such a trade-off, we constructed three re-
duced versions of our Petri net by applying a series of 
reduction rules presented in [21] as shown in Fig. 15. 
They have seven, five and three transitions, respectively 
whereas the original one has nine. For each of them, we 
transformed our FTL program by merging FTL opera-
tions and resources. We have run them and compared the 
estimated WCETs. The results are shown in Fig. 16. We 
can observe that the estimated WCET grows as the Petri 
net size is reduced. On the average, the Petri net with 
three transitions estimated 176.8% larger WCET than the 
original Petri did. It is also possible to reduce all the tran-
sitions into a single transition and it will generate the ex-
actly the same WCET estimated by static analysis. 

7 RELATED WORK 
There has been a great deal of research effort to predict 
the worst case execution time of a real-time program since 
the late 80’s. Wilhelm et al. [5] and Puschner and Burns [6] 
provide in-depth survey on the existing WCET analysis 
techniques. While most of the WCET analysis techniques 
are classified as static analysis, they tend to be pessimistic 
when a program exhibits a significant variance depend-
ing on its run-time states. Several parametric techniques 
have been proposed to overcome such a limitation [7], [8], 
[9], [10], [11], [12], [13], [14], [38], [39], [40]. 

Bernat and Burns [8] have noticed that the maximum 
loop iteration count and the number of subroutine calls 
are dependent on input variables in many cases. Based on 
this observation, they proposed a parametric analysis 
technique where WCET is formulated as an algebraic 
function of input variables. Vivancos et al. [10] also pro-
posed a parametric analysis technique and suggested to 
use it for dynamic scheduling. They further extended the 
idea and used it for dynamic voltage scaling [12], [39]. 

Parametric analysis techniques based on abstract in-
terpretation were presented by Altmeyer et al. [11], Bygde 
and Lisper [14] and Lisper [9]. They identify program 
variables and control statements that determine execution 
paths by abstract interpretation. Then dependencies be-
tween program input variables and control flow are for-
mulated as an instance of an integer linear programming 
problem. WCET is computed by solving this problem at 
run-time. 

There have been some research results on Petri net-
based WCET analysis [41], [42], [43], [44], [45]. Burns et al. 
[41] use a Petri net to model processor architecture so that 
the overlapped execution of two adjacent instructions is 
explicitly characterized for tight WCET estimation. In 
contrast, we adopt a Petri net to model an FTL program 

with an emphasis on specifying dependencies between 
FTL operations and the run-time resource availability. 
Stappert [42], Rammig and Rust [43], Stappert and Rust 
[44] and Heiner and Popova-Zeugmann [45] model a giv-
en program with a Petri net and exhaustively search its 
state space prior to run-time in order to count the number 
of executions of each transition. Since a transition corre-
sponds to a function in the code, this number is used as 
the worst case execution count of a function. These ap-
proaches differ from ours in two aspects: they are static 
analysis techniques and need expensive reachability 
analysis. To the best of our knowledge, there is no other 
approach in the literature which uses a Petri net for par-
ametric WCET analysis. 

On the other hand, many techniques have been pro-
posed in order to maximize the reliability of NAND flash 
memory-based storage systems. They include wear level-
ing, bad block management, power failure recovery and 
error correction algorithms. Also, various address map-
ping algorithms and garbage collection techniques were 
proposed for maximizing the performance of an FTL. An 
in-depth survey on algorithms and data structures pro-
posed for flash memory is provided by Gal and Toledo 
[4]. 

There has been only a limited number of research re-
sults intended for real-time guarantees of an FTL. Chang 
et al. [16] proposed a real-time garbage collection tech-
nique. It is assumed that the target system consists of a set 
of periodic tasks and each task has the predefined maxi-
mum number of write requests invoked during its execu-
tion. And a periodic garbage collection task is dedicated 
to each task such that a write request invoked by each 
task can be completed with only one flash program oper-
ation. This technique would also suffer from pessimism if 
it schedules garbage collection tasks based on WCET es-
timated by static analysis. 

8 CONCLUSION 
In this paper, we have presented a parametric FTL 
framework which is capable of deriving the exact se-
quence of FTL operations to be executed for servicing an 
incoming FTL request. The derived sequence is used in 
our framework to compute the tight WCET of the request 
at run-time. Specifically, we have proposed FTL architec-
ture based on a Petri net. The Petri net model of a given 
FTL algorithm actually serves as a parametric function 

 
Fig. 16. The average WCETs estimated by the original and three 
reduced Petri nets. 
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which takes run-time resource availability as input pa-
rameters and computes the WCET of an incoming FTL 
request. We have also presented a development process 
where FTL developers construct a Petri net model for a 
given FTL algorithm, implement an FTL program from 
the model, and integrate it with the FTL operation se-
quencer provided by our framework. The sequencer 
computes the shortest sequence of FTL operations for 
servicing an FTL request by traversing a Petri net model. 
In order to reduce the time complexity of the operation 
sequence derivation algorithm used in the sequencer, we 
have imposed two restrictions on our Petri net model and 
provided guidelines that help developers transform an 
ordinary Petri net into one that satisfies the restrictions. 

We have taken an existing FTL algorithm and con-
structed a Petri net model from it. Then we have imple-
mented an FTL program and the operation sequencer. We 
have performed experiments to evaluate the estimation 
accuracy of the proposed approach. The results are im-
pressive. The WCET estimated by our approach was 54 
times shorter than the static WCET on the average. 

Our approach renders NAND flash memory particu-
larly suitable for a soft real-time system since it computes 
tight WCETs for FTL requests despite a huge variance 
inherent in their execution times. In contrast, it would be 
difficult to apply the proposed architecture to conven-
tional hard disks. This is becuase time-varying parame-
ters such as a disk head position and an angular dis-
placement of a target sector need to be involved in model-
ing resource dependencies. Deriving WCET from such a 
time-dependent model may incur significant run-time 
complexity.  

There is a future research direction along which our 
architecture can be extended. We are developing an FTL 
mechanism which produces potentially needed resources 
in advance by exploiting parallelism in flash devices. In 
reliable storage systems such as an SSD RAID, data are 
often striped in parallel over multiple flash controllers, 
each of which runs its own FTL. In this case, the response 
time of a write request is determined by the longest exe-
cution time path among multiple FTLs. We expect that 
our FTL architecture, if used in such a system, will be able 
to identify the bottleneck FTLs on the fly for every incom-
ing request and force idle FTLs to perform garbage collec-
tion and wear leveling instead of idling. This mechanism 
can effectively reduce the execution times of future re-
quests since required resources are made available before 
a request arrives. We seek to find efficient techniques for 
exchanging information on computed WCETs and re-
source availability between FTLs. The results look prom-
ising.  
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